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1. Executive Summary 
CoherentPaaS targets at building a rich PaaS with different data stores optimized for 
particular tasks, data and workload, by providing a common programming model and 
language with holistic coherence across all cloud services and data stores. The goal of 
work package 11 is to promote and empower the dissemination, transfer, collaboration, 
assessment, and broad up-take of the CoherentPaaS project results to the target 
audience and stakeholders. 

This deliverable reports on the 1st Public Project Workshop which presented the first 
public results of the project to players in the Database and Cloud domains. 

The 1st Public CoherenPaaS Workshop was organized in Rome, Italy, on 24 April 2016. It 
was collocated with the CLOSER 2016 [3] conference (International Conference on 
Cloud Computing and Services Sciences). The Workshop name was “Towards 
Convergence of Big Data, SQL, NoSQL, NewSQL, Data streaming/CEP, OLTP and OLAP’’ - 
DataDiversityConvergence 2016 [2]. During the 1st CoherentPaaS workshop 11 papers 
were presented in a full day workshop. 

This document is structured as follows: Section 3 reports on the 1st Public Workshop of 
the CoherentPaaS project. In more detail, Section 3 reports on the date and place of the 
workshop, information about the workshop committees, the content of the workshop 
and the used dissemination channels. In the Annexes A and B are reported photo and the 
papers of the workshop accordingly. 
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2. Introduction 
The data management world has been evolving towards a large diversity of data 
management technologies. This has been motivated by an increasing demand for 
flexibility, efficiency and scalability. This blooming of data management technologies, 
where each technology is specialized and optimal for specific processing, has led to a “no 
one size fits all” situation. On one hand, traditional SQL databases have diverged into 
operational and analytical databases and then an evolution of them has led to a 
specialization for particular challenges and workloads. On the other hand, a new world 
has appeared NoSQL data stores, where new data models and query languages and APIs 
appropriate for those data models have been proposed.  NoSQL data stores already 
targeted scalability, but it is achieved at the cost of renouncing to the data consistency 
provided by transactions, because at that point in time nobody transactional processing 
was the bottleneck.  

This trend has resulted in a large proliferation of query languages and APIs leading to a 
number of isolated silos that are creating increasing pains at enterprises due to the 
difficulties in updating these independent silos and joining data across them.  

CoherentPaaS addresses all these issues by providing a rich PaaS with a wide diversity 
of data stores and data management technologies optimized for particular tasks, data, 
and workloads. CoherentPaaS integrates NoSQL, SQL data stores, and complex event 
processing data management systems providing them with holistic transactional 
coherence and enabling correlation of data across data stores by means of a common 
query language. 

 
Figure 1: CoherentPaaS global architecture 

According to the Description of Work (DoW)[1] the consortium had to organize two 
public workshops for players in the Cloud and Databases landscapes. The objective of 
the workshops was to promote and disseminate the project and to provide a detailed 
view of the project results to the public. 

This deliverable is about the 1st public CoherentPaaS’s workshop report. There will be 
one more deliverable, the 2nd public workshop report.  
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3. First Public Project Workshop 
This section offers a general description of the First Public Workshop of CoherentPaaS 
EU project.  

3.1. Date and Place of the Workshop 
The First Public CoherentPaaS Workshop was organized in April 2016. The goal was to 
be collocated with a relevant conference with large audience in the area of CoherentPaaS 
hosted in Europe in order to attract more people for the academia and the industry for 
better dissemination outcome. 

The Workshop name was “Towards Convergence of Big Data, SQL, NoSQL, NewSQL, Data 
streaming/CEP, OLTP and OLAP’’ - [2] and it was held on April 24, 2016 in Rome, Italy, 
as shown in Image 1. 

 

Image 1: Worksop on Data Diversity Convergence  2016 

It is conducted in conjunction with the 6th International Conference on Cloud 
Computing and Services Science - CLOSER 2016 [3] (Image 2) and the International 
Conference of Internet of Things and Big Data - IoTBD 2016 [4] (Image 3). 

  

3.2. Workshop Committees 
The workshop organizing committee, which was including the project’s technical 
coordinator and the project’s manager, was: 

Image 2: CLOSER 2016 poster Image 3: IoTBD 2016 poster 
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Table 1: Workshop organizing committee 

Name Affiliation 

Dr. Ricardo Jimenez-Peris LeanXcale, Spain 

Prof.  Marta Patiño-Martinez UPM, Spain 

Dr. Patrick Valduriez INRIA, France 

Prof. Theodora Varvarigou NTUA, Greece 

The workshop program committee has been selected by the project’s manager: 

Table 2: Workshop program committee 

Name Affiliation 

Dr. Boyan Kolev INRIA, France 

Dr. José Pereira 
INESC TEC & UMinho, 

Portugal 

Dr. Valerio Vianello UPM, Spain 

Eng. Pavlos Kranas NTUA, Greece 

Eng. Sotiris Stamokostas NTUA, Greece 

3.3. Content of the Workshop 
Papers related to the CoherentPaaS project and to Data Management technologies were 
presented in the workshop.  

The workshop deadlines for the Call for Papers were: 
Table 3: Call for Papers Deadlines 

 

 

 

 

 

 

 

 

 

 

 

Since the workshop was organized in cooperation with INSTICC Events all the papers 
were submitted through PRIMORISÂ - Event Management System [6], which supports all 
stages of the submission, reviewing and registration processes. The workshop chairs 

Deadline Description Deadline Date 

1st Call For Papers Thu 12 Nov 2015 

2nd Call For Papers Tue 22 Dec 2015 

Last Call For Papers Mon 11 Jan 2016 

Paper Submission Fri 22 Jan 2016 

Reviews Assignment Mon 25 Jan 2016 

Reviewing Process Deadline Fri 05 Feb 2016 

Author Notification Wed 10 Feb 2016 
Camera Ready and 
Registration  Wed 24 Feb 2016 

Cancelation Policy Deadline Mon 14 Mar 2016 
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were in charge of the reviewing process ensuring that all papers get at least two 
reviews, following a double-blind process. 

During the workshop 11 papers were presented in 3 sessions during a full day. The 
workshop program was he following: 

Table 4: Workshop Schedule 

Νο. 
Workshop 

Session 
Paper Title Authors 

1 

April 24 
Session 1 

(09:00 - 10:30) 
 

3D Vizualization of Large Scale Data 
Centres 

Giannis Drossis, Chryssi 
Birliraki, Nikolaos Patsiouras, 
GeorgeMargetis and 
Constantine Stephanidis 

2 

Big IoT and Social Networking Data 
for Smart Cities Algorithmic 
Improvements on Big Data Analysis 
in the Context of RADICAL City 
Applications 

Evangelos Psomakelis,  
Fotis Aisopos, Antonios Litke, 
Konstantinos Tserpes,  
Magdalini Kardara and Pablo 
Martínez Campo 

3 
PaaS-CEP - A Query Language for 
Complex Event Processing and 
Databases 

Ricardo Jiménez-Peris, Valerio 
Vianello and Marta Patiño-
Martinez 

4 

April 24 
Session 2 

(10:45 - 12:15) 

KVFS: An HDFS Library over NoSQL 
Databases 

Emmanouil Pavlidakis, Stelios 
Mavridis, Giorgos Saloustros 
and Angelos Bilas 

5 
Data Collection Framework - A 
Flexible and Efficient Tool for 
Heterogeneous Data Acquisition 

Luigi Sgaglione, 
Gaetano Papale, Giovanni 
Mazzeo, Gianfranco Cerullo, 
Pasquale Starace and 
Ferdinando Campanile 

6 
Direct Debit Frauds: A Novel 
Detection Approach 

Gaetano Papale,  
Luigi Sgaglione,  
Gianfranco Cerullo, Giovanni 
Mazzeo, Pasquale Starace and 
Ferdinando Campanile 

7 

April 24 
Session 3 

(16:00 - 18:30) 

Reducing Data Transfer in Parallel 
Processing of SQL Window 
Functions 

Fábio Coelho, José Pereira, 
Ricardo Vilaça and  
Rui Oliveira 

8 
Design of an RDMA Communication 
Middleware for Asynchronous 
Shuffling in Analytical Processing 

Rui C. Gonçalves,  
José Pereira and  
Ricardo Jimenez-Peris 

9 
Design and Implementation of the 
CloudMdsQL Multistore System 

Boyan Kolev, Carlyna 
Bondiombouy, 
Oleksandra Levchenko, 
Patrick Valduriez, Ricardo 
Jimenez-Peris,  
Raquel Pau and José Pereira 

10 
Towards Quantifiable Eventual 
Consistency 

Francisco Maia, Miguel Matos 
and Fábio Coelho 

11 
Towards Performance Prediction in 
Massive Scale Data Stores 

Francisco Cruz, Fábio Coelho 
and Rui Oliveira 
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3.4. Workshop Dissemination 
The consortium created awareness about the workshop by means of:  

 a web site which was designed and properly linked for the disseminating purpose. 
The workshop web site was: 
http://closer.scitevents.org/DataDiversityConvergence.aspx?y=2016 

 By distributing the call for papers and advertising the workshop in the DBWorld 
mailing list [5]. A separated message was posted to the list: 
https://research.cs.wisc.edu/dbworld/messages/2016-01/1452317459.html 

 

Image 4: Part of Workshop web site 

 

 
Image 5: 1st Workshop in the "News" of the web site 

http://closer.scitevents.org/DataDiversityConvergence.aspx?y=2016
https://research.cs.wisc.edu/dbworld/messages/2016-01/1452317459.html
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4. Conclusions 
The First Public CoherenPaaS Workshop, “Towards Convergence of Big Data, SQL, 
NoSQL, NewSQL, Data streaming/CEP, OLTP and OLAP’’ - DataDiversityConvergence 
2016 [2], was organized in Rome, Italy on 24 April 2016. 11 papers were presented in a 
full day workshop in order to disseminate the project. 

It will follow the 2nd Public Workshop report with the objective to disseminate the 
outcomes and findings of the project. 
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Annex A. Workshop Photos  

 
Image 6: Valerio Vianello (UPM) presenting in DataDiversityConvergence workshop 

 
Image 7: Patrick Valduriez (INRIA) presenting in DataDiversityConvergence workshop 
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Reducing Data Transfer in Parallel Processing of SQL Window Functions

Fábio Coelho, José Pereira, Ricardo Vilaça and Rui Oliveira
INESC TEC & Universidade do Minho, Braga, Portugal

fabio.a.coelho@inesctec.pt, {jop, rmpvilaca, rco}@di.uminho.pt

Keywords: Window Functions, Reactive Programming, Parallel Systems, OLAP, SQL.

Abstract: Window functions are a sub-class of analytical operators that allow data to be handled in a derived view of a
given relation, while taking into account their neighboring tuples. We propose a technique that can be used
in the parallel execution of this operator when data is naturally partitioned. The proposed method benefits the
cases where the required partitioning is not the natural partitioning employed. Preliminary evaluation shows
that we are able to limit data transfer among parallel workers to 14% of the registered transfer when using a
naive approach.

1 MOTIVATION

Window functions (WF) are a sub-group of analyti-
cal functions that allow to easily formulate analyti-
cal queries over a derived view of a given relation R.
They allow operations like ranking, cumulative aver-
ages or time series to be computed over a given data
partition. Each window function is expressed in SQL
by the operator OVER, which is complemented with
a partition by (PC), an order by (OC) and a grouping
clause (GC). A given analytical query may hold sev-
eral analytical operators, each one bounded by a given
window function. Each partition or ordering clause
represents one, or a combination of columns from a
given relation R.

Despite its relavance, optimizations considering
this operator are almost nonexisting in the literature.
The work by (Cao et al., 2012) or (Zuzarte et al.,
2003) are some of the execeptions. Respectively, the
first overcomes optimization challenges related with
having multiple window functions in the same query,
while the second presents a more broad use of win-
dow functions, showing that it is possible to use them
as a way to avoid sub-queries and reducing execution
time down from quadratic time.

Listing 1 depicts a SQL query where the analyt-
ical operator rank is bounded by a window function,
which holds a partition and ordering clause respec-
tively for columns A and B. The induced partitioning
is built from each group of distinct values in the parti-
tion clause and ordered through the order by clause. A
single value corresponding to the analytical operator
is added to each row in the derived relation.

s e l e c t r ank ( ) OVER( P a r t i t i o n By A
Order By B) from t a b l e

L i s t i n g 1 : Window F u n c t i o n example .

With the Big Data trend and growing volume of data,
the need for real-time analytics is increasing, thus re-
quiring systems to produce results directly from pro-
duction data, without having to transform, conform
and duplicate data as systems currently do. Therefore,
parallel execution becomes the crux of several hybrid
databases that fit in the category of Hybrid Transac-
tional and Analytical Processing (HTAP). These sys-
tems typically need to leverage all parallelization and
optimization opportunities, being usually deployed in
a distributed mesh of computing nodes, where data
and processing are naturally partitioned. In one of
the methods to query such systems, each node com-
putes the results for the data partitions they hold, con-
tributing to the overall final result. Nonetheless, the
data partitioning is usually achieved by means of a
single primary column in a relation. This impacts
mainly cases where the partitioning clause does not
match the natural partitioning, thus compromising the
final result for a sub group of non-cumulative analyt-
ical operators, as all members of a distinct partition
need to be handled by a single entity. A naive solu-
tion would be to forward the partition data among all
nodes, but the provision of such a global view in every
node would compromise bandwidth and scalability.
Data distribution is among one of the cornerstones of
a new class of data substrates that allows data to be
sliced into a group of physical partitions. In order
to split a relation, there are usually two main trends,
namely: Vertical (Navathe et al., 1984) and Hori-

Coelho, F., Pereira, J., Vilaça, R. and Oliveira, R.
Reducing Data Transfer in Parallel Processing of SQL Window Functions.
In Proceedings of the 6th International Conference on Cloud Computing and Services Science (CLOSER 2016) - Volume 1, pages 343-347
ISBN: 978-989-758-182-3
Copyright c© 2016 by SCITEPRESS – Science and Technology Publications, Lda. All rights reserved
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zontal (Sadalage and Fowler, 2012) partitioning. To
do so, the relation needs to be split either by using
(e.g.) range or hash partitioning. Hashing algorithms
are used to split a given domain – which is usually
achieved through a primary key in database notation
– into a group of buckets with the same cardinality of
the number of computing nodes. An hash algorithm is
defined by an hash function (H) that makes each com-
puting node accountable for a set of keys, allowing to
map which node is responsible for a given key.

The distributed execution of queries leverages on
data partitioning as a way to attain gains associated
with parallel execution. Nevertheless, the partition-
ing strategies typically rely on a primary table key to
govern the partitioning, which only benefits the cases
where the partitioning of a query matches that same
key. When the query has to partition data according
to a different attribute in a relation, it becomes likely
that the members of each partition will not all reside
in the same node.

PK

1
1
1
1

1
1
2
3

1
2
1
1

 A  B PK

2
2
2
2

1
2
2
3

1
3
3
1

 A  B PK

3
3
3
3

 2
2
2
2

1
1
3
3

 A  B 

node #2 node #3node #1

select rank() OVER (partition by A) from table

Figure 1: Data partitioning among 3 workers.

Figure 1 presents the result from hash partitioning
a Relation into 3 workers according to the primary
key (PK). The query presented holds a window oper-
ator that should produce a derived view induced by
partitioning attribute A.

Non-cumulative aggregations such as rank require
all members of a given partition to be collocated, in
order not to incur in the cost of reordering and recom-
puting the aggregate after the reconciliation of results
among nodes. However, different partitions do not
share this requirement, thus enabling different parti-
tions to be processed in different locations. To ful-
fill the data locality requirement, rows need to be for-
warded in order to reunite partitions.

The shuffle operator arises as way to reunite parti-
tions and to reconcile partial computations originated
by different computing nodes. The shuffler in each
computing node has to be aware of the destination
where to send each single row, or if it should not send
it at all. Typically, this is achieved by using the mod-
ular arithmetic operation of the result of hashing the
partition key over the number of computing nodes.
However, this strategy is oblivious to the volume of
data each node holds of each partition. In the worst
case, it might need relocate all partitions to different

nodes, producing unnecessary use of bandwidth and
processing power.

In this position paper we show that if data distri-
bution of each column in a relation is approximately
known beforehand, the system is able to adapt and
save network and processing resources by forward-
ing data to the right nodes. The knowledge needed is
the cardinality and size (in bytes) in each tuple par-
tition rather than considering the actual tuple value
as seen in common use of database indexes. This
knowledge would then be used by an Holistic shuf-
fler which according to the partitioning considered by
the ongoing window function would instruct workers
to handle specific partitions, minimizing data transfer
among workers.

2 STATISTICS

Histograms are commonly used by query optimizers
as they provide a fairly accurate estimate on the data
distribution, which is crucial for the query planner.
An histogram is a structure which allows to map keys
to their observed frequencies. Database systems use
these structures to measure the cardinality of keys or
key ranges. Relying on statistics such as histograms
takes special relevance in workloads where data is
skewed (Poosala et al., 1996), a common character-
istic of non synthetic data, as their absence would
induce the query optimizer to consider uniformity
across partitions.

While most database engines use derived ap-
proaches of the previous technique, they only allow to
establish an insight regarding the cardinality of given
attributes in a relation. When considering a query
engine that has to generate parallel query execution
plans to be dispatched to distinct workers, each one
holding a partition of data; such histograms do not
completely present a technique that could be used to
enhance how parallel workers would share prelimi-
nary and final results. This is so as they only introduce
and insight about the cardinality of each partition key.
In order to minimize bandwidth usage, thus reducing
the amount of traded information, the histogram also
needs to reflect the volume of data existing in each
node. To understand the relevance of having an intu-
ition regarding the row size, please consider that we
have 2 partitions with exactly the same cardinality of
rows that need to be shuffled among workers. From
this point of view the cost of shuffling each row is the
same. However, if the first row has an average size
of 10 bytes, and the second 1000 bytes, then shuf-
fling the second implies transferring 100 times more
data over the network. This will be exacerbated as

DataDiversityConvergence 2016 - Workshop on Towards Convergence of Big Data, SQL, NoSQL, NewSQL, Data streaming/CEP, OLTP
and OLAP
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key PK A B
1 4 2 3
2 0 1 1
3 0 1 0

(a) physical partition #1
(p1)

key PK A B
1 0 1 2
2 4 2 0
3 0 1 2

(b) physical partition #2
(p2)

key PK A B
1 0 0 2
2 0 4 0
3 4 0 2

(c) physical partition #3
(p3)

key PK A B
1 p1 p1 p1
2 p2 p3 p1
3 p3 p1 / p2 p2 / p3

(d) Global

Figure 2: Partition and Global Histogram construction.

the difference in row size and the number of workers
grows. Figure 1 presented the result of hash partition-
ing a relation in 3 workers according to key PK. The
histogram to be built would consider the cardinality
and size of each value in each attribute of the rela-
tion for each single partition. The construction of the
histogram should not be done during query planning
time as it cannot know beforehand the partitioning
clauses induced by queries. Therefore, prior to execu-
tion, we consider all distinct groups of values in each
attribute. Each partition will contribute to the his-
togram with the same number of attributes as the orig-
inal relation, plus a key, reflecting the data in that par-
tition. Afterwards, each worker would share its partial
histogram with the remainder workers in order to pro-
duce the global histogram. The global histogram will
map a given key to the partition that should handle it,
by having the largest volume (in bytes) for that given
key. Figure 2 depict the partial an global histograms
produced over the paritions in Figure 1.

3 HOLISTIC SHUFFLER

Non-cumulative aggregations such as rank require the
processing of partition members to be done under the
same worker, in order not to incur in further unneces-
sary ordering stages (which present to be one of the
most costly operations (Cao et al., 2012)). The Holis-
tic Shuffler leverages the data distribution collected
by the Global Histogram, in order to expedite shuf-
fling operations. The Shuffle operator can be trans-
lated into a SEND primitive that forwards a bounded
piece of data to a given destination. We consider the
underlying network to be reliable.

LOCAL
SHUFFLE SORT RANK GLOBAL

SHUFFLES
C
A
N

M
ER

G
E

WORKER #1

PA
R
TI

TI
O

N
 #

1

Figure 3: Parallel worker design.

During the work flow for processing a window op-
erator, as depicted in Figure 3, there are two different
moments where data needs to be shuffled. The first
moment occurs immediately after the operator start,
and its goal is to reunite partitions, thus fulfilling the

locality requirement. The second moment occurs in
the end of the operator and is intended to reconcile
partial results in order to produce the final result. Both
operators define distinct goals regarding the destina-
tions that need to be chosen for each forwarding oper-
ation. Therefore, we establish two shuffle operators,
the local shuffle and the global shuffle each contem-
plating each set of requirements.

The Local Shuffle operator will be used whenever
the window operator needs to reunite partition mem-
bers between parallel workers. It will dispatch rows
of a given partition to the worker that holds the largest
volume of data for that partition. Considering the con-
figuration in Figure 3, when for example, worker 1 re-
trieves one row from scanning its physical partition, it
must assess whether or not it should hold that row for
later computing the analytical function, or by other
means forward it to the responsible worker.

The information collected in the Global His-
togram will enable each worker to know if it should
hold or forward the row to the the node holding the
largest volume for that given partition.

The Global Shuffler operator will be used when-
ever the window operator needs to reconcile partial
results from workers. It will forward all aggregated
rows to the worker that will hold the overall largest
data volume, the master worker. By instructing the
workers that hold the least volume of data to forward
rows, we are promoting the minimal usage of band-
width possible.

The input data considered by the Global Shuffler
is composed by the ordered and aggregated rows, both
produced by earlier stages of the worker work flow.
Such rows will have to be reconciled by a common
node, which for this case will be dictated by the mas-
ter node. Upon start, the Global Shuffle will interro-
gate the histogram regarding the identity of the master
node. Afterwards, as each aggregated row is handled
by the operator, it is forwarded to the master worker,
if it is not the current one.

4 PRELIMINARY ASSESSMENT

Reactive Programming (RXJ, 2015) was used in the
undertaken micro-benchmark; allowing to establish a

Reducing Data Transfer in Parallel Processing of SQL Window Functions

345



series of data streams from which entities can be con-
structed. We used this idea to map to the individual
components that build a window operator.

We employed a single query holding a win-
dow function over the synthetically-generated relation
from the TPC-C (Council, 2010) bechmark, Order
Line. This relation holds 10 attributes, all uniformely
distributed. The generated data composes 100 distinct
partitions, each one with 500 rows. Globally, the Or-
der Line relation held 500 K tuples, totaling 3906 Mb.
To highlight the properties of our proposal, we con-
sidered the following ranking query:

s e l e c t r ank ( ) OVER ( p a r t i t i o n by
OL D ID order by OL NUMBER) from
Order Line

The experiments were performed on a system with an
Intel i3-2100-3.1GHz 64 bit processor with 2 physical
cores (4 virtual), 8GB of RAM memory and SATA II
(3.0Gbit/s) hard drives, running Ubuntu 12.04 LTS as
the operating system.

For comparison purposes, we report the results by
using a naive approach and our Holistic Shuffler. The
naive approach, disseminates data among all partici-
pating workers. The results in both pictures are de-
picted according to a logarithmic scale, in the average
of 5 independent tests for each configuration.

The projected gain achieved by our contribution
stems from the reduction of rows that need to be
forwarded among nodes to reunite and reconcile re-
sults among workers, thus promoting shorter band-
width consumption. Therefore, the evaluation re-
sults we present highlight the registered differences
between the naive and the holistic approach for both
shuffling stages. According to Figure 4, the Holistic
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Figure 4: Average number of shuffled rows in both shuffle
operations.

technique we propose induced a significantly smaller
number of rows required to reunite and reconcile all
the partitions in each computing node. Specifically,
the Holistic technique required in average only 14.7%
of the rows required by the Naive approach. The
large difference is directly justified by the fact that
the naive approach reunites partitions by forwarding

data among all participating nodes, which intrinsi-
cally creates duplicates in each node. Moreover, it
is also possible to verify that the row cardinality re-
quired by the Naive approach is proportional to the
number of nodes. On the contrary, the Holistic tech-
nique discriminates each row, so that it is forwarded
to the node responsible for it, as dictated by the pro-
posed technique.

5 CONCLUSION

In this paper, we proposed a technique to reduce the
amount of data transfered among computing nodes of
a distributed query engine. It is based on the obser-
vation that the information regarding the existing data
distribution on a set of computing nodes (each one
with a disjoint partition of data) can be used to enable
improovements on bandwidth consumption. We show
how to implement it, which we tailored to be used for
the efficient parallel processing of queries with non-
cumulative window functions. We show that by con-
ceptually applying this methodology, we were able to
project an improvement, requiring only 14% (in aver-
age) of rows in bandwidth consumption, when com-
pared with the naive technique. The research path to
be followed will translate this methodology to a real
distributed query engine.
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Abstract: A key component in a distributed parallel analytical processing engine is shuffling, the distribution of data
to multiple nodes such that the computation can be done in parallel. In this paper we describe the initial
design of a communication middleware to support asynchronous shuffling of data among multiple processes
on a distributed memory environment. The proposed middleware relies on RDMA (Remote Direct Memory
Access) operations to transfer data, and provides basic operations to send and queue data on remote machines,
and to retrieve this queued data. Preliminary results show that the RDMA-based middleware can provide a
75% reduction on communication costs, when compared with a traditional sockets implementation.

1 INTRODUCTION

The proliferation of sensors networks or web plat-
forms supporting user generated content, in conjunc-
tion with the decrease on the costs of storage equip-
ments, lead to a significant increase of the rate of data
generation.

This explosion of data brought new opportunities
for business, which can leverage this data to improve
its operation. On the other hand, storing and pro-
cessing these massive amounts of data poses tech-
nological challenges, which lead to the emergence
NoSQL database systems and solutions based on the
MapReduce (Dean and Ghemawat, 2008) program-
ming model, as an alternative to the traditional Re-
lation Database Managements Systems (RDBMS) in
large scale data processing.

An important concept in several frameworks for
large scale data processing (e.g. Hadoop MapRe-
duce (Hadoop, ), FlumeJava (Chambers et al., 2010),
Apache Storm (Storm, )) is data shuffling. Shuffling
redistributes data among multiple processes, namely
to group related data objects in the same process.
Even though the basic concept is simple, different
frameworks use different approaches to implement
shuffling. For example, there are pull-based solu-
tions, where the receiver process requests data from
the source process, or push-based solutions, where
the source pushes the data to the receiver. Multiple
strategies may also be used to organize the data and

to select the receiver process. For example, data ob-
jects may be distributed randomly or based on a hash
function. The shuffling process may also sort the data
objects of each process.

In this paper we propose a Java communica-
tion middleware designed to support efficient asyn-
chronous data shuffling, using a push-based approach,
which takes advantage of RDMA (Remote Direct
Memory Access) for communication. It was designed
to support hash shuffling on an analytical process-
ing application, which was previously relying on Java
sockets.

RDMA protocols provide efficient mechanisms to
read/write data directly from the main memory of re-
mote machines, without the involvement of the re-
mote machine’s CPU (at least when the RDMA pro-
tocol is directly supported by the network hardware).
This enables data transfers with lower latency and
higher throughput.

The proposed design relies on the RDMA Verbs
programming interface, and uses one-sided write op-
erations to transfer data, and send/receive operations
to exchange control messages.

2 RDMA BACKGROUND

RDMA technologies (Mellanox, 2015) provide reli-
able data transfers with low latency/high-throughput,
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by avoiding memory copies and complex network
stacks. Moreover, as applications access the network
adapter directly when they need to exchange data,
there is no need for the operating system intervention,
which also reduces CPU utilization.

The RDMA Verbs is the basic programming in-
terface to use RDMA. It provides two types of com-
munication semantics: memory semantics or channel
semantics. The former relies on one-sided read and
write operations to transfer data. The latter relies on
typical two-sided send/receive operations, where one
side of the communication executes a send operation,
and the other side executes a receive operation. It
should be noted that the receive operation must be ini-
tiated before the send operation.

Network operations in RDMA Verbs are asyn-
chronous. Requests for network operations (e.g.,
write, send) are posted on queue pairs (each one com-
prised of a send and a receive queue) maintained
by the network adapter. A queue pair is associ-
ated with one connection between two communica-
tion end-points. The application may choose to re-
ceive completion events when requests are finished,
which are posted into a completion queue associated
with the queue pair. Moreover, the application may
request to be notified when a completion event was
added to the queue (these notifications are sent to a
completion channel). This is useful to avoid the need
of active polling the completion queues.

RDMA Verbs works with locked memory, i.e., the
memory buffers must be registered. Besides locking
the memory, the registration process also provides a
security mechanisms to limit the operations that can
be performed on each buffer. Network adapters have
on-chip memory that can be used to cache address
translation tables and other connection related data.
Due to the limited amount of on-chip memory, the
number of connections and the amount of registered
memory used must be carefully decided (Dragojević
et al., 2014).

The RDMA protocol and its Verbs programming
interface may be supported directly by the network
hardware, but it may also be provided by software
(e.g., Soft-iWARP, Soft-RoCE). Even though these
solutions do not provide some of the typical advan-
tages of RDMA (e.g., they still require the involve-
ment of the remote machine’s CPU on network op-
erations), they can provide improved performance as
buffers are guaranteed to use locked memory, and by
reducing system-calls.

In our prototype implementation, we are using the
jVerbs library (Stuedi et al., 2013), a Java implemen-
tation of the RDMA Verbs interface available on the
IBM JRE. Besides providing an RDMA Verbs API for

Java, jVerbs relies on modifications of the IBM Java
Virtual Machine to reduce memory copies, even when
using an RDMA protocol implemented by software.

3 RDMA COMMUNICATION
MIDDLEWARE

The goal for the communication middleware is to
provide efficient data exchange between multiple
threads, running on multiple processes. RDMA was
previously explored by Wang et al. (Wang et al.,
2013) for shuffling in Hadoop MapReduce. Their
implementation followed a synchronous pull-based
approach, and used send/receive requests to request
data, and then RDMA write requests to transfer the
data. In that case the data is produced in one phase,
and consumed in a later phase, which means data to
shuffle is likely to need to be stored on disk, to avoid
blocking threads. Our proposal was designed for ap-
plications where data to shuffle is being produced and
consumed at the same time (as it is the case of Apache
Storm, for example). We also assume that data is pro-
duced and consumed at a similar rate (i.e. buffers
rarely fill up), thus in our design data is never sent
to disk. Instead, in case a buffer fills up, the thread
using it will block.

On the base of our proposed design we have shuf-
fle queues. They are used to asynchronously receive
data objects from other processes (and its threads).
That is, the shuffle queues abstract a set of queues
used by a thread to receive data objects from the
threads running on remote processes.

For threads running on the same process, data ob-
jects can be exchanged directly using shared mem-
ory and dynamic queues. However, when sending
data objects to remote threads, the use of the net-
work is required. In those cases, a thread maintains
an incoming and an outgoing buffer per each remote
thread. When sending data objects to a remote thread,
they are initially serialized to the appropriate outgo-
ing buffer (considering the target thread). The com-
munication middleware provides the functionality of
transferring data from the outgoing buffer of a thread
to the matching incoming buffer of the target thread,
from where the data objects will eventually be pulled
by the remote thread.

In summary, the communication middleware was
designed to provide the following functionalities:

• ability to send and queue data objects to remote
threads;

• ability to pull queued remote data objects;
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• ability to block a thread when there is no data ob-
jects to process (and to wake it up when new data
objects become available); and

• ability to block a thread when local buffers are full
(and to wake it up when space becomes available).

The RDMA middleware uses mainly one-sided
RDMA write operations to transfer data objects di-
rectly between Java memory buffers. Additionally, it
also uses send/receive operations to exchange control
data.

When initializing the application, communica-
tion end-points are created on each process, i.e., an
RDMA server connection is created, and bound to the
machine IP. The next task is to connect the network.
Briefly, this comprises the following steps:

• allocation and registration of memory buffers;

• allocation of queue pairs, completion channel, and
completion queue;

• start of a new thread (the network thread), which
handles the completion events;

• establish RDMA connections with all other pro-
cesses;

• exchange of memory keys between processes (re-
quired to allow the execution of one-sided RDMA
write operations), using send/receive operations.

• pre-allocation and initialization of objects needed
to execute the network requests.

When shuffling data, threads send and receive data
objects asynchronously using incoming and outgoing
buffers to serialize data objects and to temporarily
store them until they are transferred/pulled. These
buffers are implemented as circular buffers. They
have an head and a tail (new data is written at the
head position, that is, the data available in the buffer
is stored between the tail and the head).

When sending data objects to remote threads, the
object is serialized to the outgoing buffer, and an
RDMA write request is posted (queued for execu-
tion), to transfer a segment of data to the appropriate
remote incoming buffer. The thread only queues the
RDMA write request, i.e., it does not have to wait for
the request to be actually executed. As there is no in-
tervention of the receiving side, send/receive requests
are used to notify the remote process that a data object
was written in its buffers. This is done by the network
thread, after it receives an event confirming that the
RDMA write requests completed successfully. More-
over, the network thread will also update the tail of
the outgoing buffer from where the data was trans-
ferred, as the space occupied by the data sent can now
be reused.

Before posting the RDMA write request, the
thread needs to determine whether there is free space
available on the remote buffer. This is determined by
the tail position of the remote before, which is tracked
on the sending side (notifications are also used to up-
date this information). If there is no space available
on the remote buffer, the thread continues its oper-
ation, and the network thread will post the RDMA
write request when it receives a notification updating
the tail of the remote buffer.

The local outgoing buffers may also become full.
When this happens, the thread blocks, as it cannot se-
rialize its current object and proceed to the next one.
When the network thread is notified that an RDMA
write request completed, and space was released on
the desired buffer, the network thread wakes up the
blocked thread.

The data objects transferred will eventually be
pulled by the receiver thread. The threads do not
know when data was transferred into their buffers. To
overcome this limitation, network threads exchange
notifications when data is transferred. The network
thread maintains a queue of buffers with data avail-
able for each thread, which allows the threads to avoid
the need to actively poll all incoming buffers. If a
thread has no data objects to process, it blocks. It is
the network thread that will wake up this thread when
additional data arrives. That is, the shuffle queues act
as blocking queues. This design enables the overlap
of communication and computation, as long as data is
produced at a similar rate as it is consumed.

A prototype implementation of the proposed mid-
dleware design was implemented, and compared with
a previously used middleware based on sockets, to
provide a preliminary evaluation of the benefits of us-
ing RDMA. The sockets middleware used a similar
push-based approach using circular buffers, but re-
lied on non-blocking Java sockets between each pair
of buffers to transfer data from outgoing to incom-
ing buffers. This preliminary implementation for the
RDMA middleware provided a reduction of commu-
nication costs of around 75%, when shuffling data
among 32 threads on 8 machines, and using a soft-
ware implementation of the RDMA protocol (Soft-
iWARP).

4 CONCLUDING REMARKS

In this paper we proposed the design of an RDMA-
based communication middleware to support push-
based asynchronous shuffling.

Preliminary results, based on a prototype imple-
mentation of the RDMA-based middleware, show that
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the RDMA approach proposed can provide a reduc-
tion of communication costs of around 75%, when
compared with a sockets implementation. This pre-
liminary work shows that we can benefit significantly
from RDMA technologies, and that this is a research
direction worth exploring.
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Abstract: The blooming of different cloud data management infrastructures has turned multistore systems to a major 
topic in the nowadays cloud landscape. In this paper, we give an overview of the design of a Cloud 
Multidatastore Query Language (CloudMdsQL), and the implementation of its query engine. CloudMdsQL 
is a functional SQL-like language, capable of querying multiple heterogeneous data stores (relational, 
NoSQL, HDFS) within a single query that can contain embedded invocations to each data store’s native 
query interface. The major innovation is that a CloudMdsQL query can exploit the full power of local data 
stores, by simply allowing some local data store native queries (e.g. a breadth-first search query against a 
graph database) to be called as functions, and at the same time be optimized. 

1 INTRODUCTION 

The blooming of different cloud data management 
infrastructures, specialized for different kinds of data 
and tasks, has led to a wide diversification of DBMS 
interfaces and the loss of a common programming 
paradigm. This makes it very hard for a user to 
integrate and analyze her data sitting in different 
data stores, e.g. RDBMS, NoSQL, and HDFS. For 
example, a media planning application, which needs 
to find top influencers inside social media 
communities for a list of topics, has to search for 
communities by keywords from a key-value store, 
then analyze the impact of influencers for each 
community using complex graph database traversals, 
and finally retrieve the influencers’ profiles from an 
RDBMS and an excerpt of their blog posts from a 
document database. The CoherentPaaS project 
(CoherentPaaS, 2013) addresses this problem, by 
providing a rich platform integrating different data 
management systems specialized for particular tasks, 
data and workloads. The platform is designed to 
provide a common programming model and 
language to query multiple data stores, which we 
herewith present. 

The problem of accessing heterogeneous data 
sources has long been studied in the context of 
multidatabase and data integration systems (Özsu 

and Valduriez, 2011). More recently, with the 
advent of cloud databases and big data processing 
frameworks, the solution has evolved towards 
multistore systems that provide integrated access to 
a number of RDBMS, NoSQL and HDFS data stores 
through a common query engine. Data mediation 
SQL engines, such as Apache Drill, Spark SQL 
(Armbrust et al., 2015), and SQL++ provide 
common interfaces that allow different data sources 
to be plugged in (through the use of wrappers) and 
queried using SQL. The polystore BigDAWG 
(Duggan et al., 2015) goes one step further by 
enabling queries across “islands of information”, 
where each island corresponds to a specific data 
model and its language and provides transparent 
access to a subset of the underlying data stores 
through the island’s data model. Another family of 
multistore systems (DeWitt et al., 2013, LeFevre et 
al., 2014) has been introduced with the goal of 
tightly integrating big data analytics frameworks 
(e.g. Hadoop MapReduce) with traditional RDBMS, 
by sacrificing the extensibility with other data 
sources. However, since none of these approaches 
supports the ad-hoc usage of native queries, they do 
not preserve the full expressivity of an arbitrary data 
store’s query language. But what we want to give 
the user is the ability to express powerful ad-hoc 
queries that exploit the full power of the different 
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data store languages, e.g. directly express a path 
traversal in a graph database. Therefore, the current 
multistore solutions do not directly apply to solve 
our problem. 

In this paper, we give an overview of the design 
of a Cloud multidatastore query language 
(CloudMdsQL) and the implementation of its query 
engine. CloudMdsQL is a functional SQL-like 
language, capable of querying multiple 
heterogeneous databases (e.g. relational, NoSQL and 
HDFS) within a single query containing nested 
subqueries (Kolev et al., 2015). Thus, the major 
innovation is that a CloudMdsQL query can exploit 
the full power of local data stores, by simply 
allowing some local data store native queries (e.g. a 
breadth-first search query against a graph database) 
to be called as functions, and at the same time be 
optimized based on a simple cost model, e.g. by 
pushing down select predicates, using bind join, 
performing join ordering, or planning intermediate 
data shipping. CloudMdsQL has been extended 
(Bondiombouy et al., 2015) to address distributed 
processing frameworks such as Apache Spark by 
enabling the ad-hoc usage of user defined 
map/filter/reduce operators as subqueries, yet 
allowing for pushing down predicates and bind join 
conditions. 

2 LANGUAGE OVERVIEW 

The CloudMdsQL language is SQL-based with the 
extended capabilities for embedding subqueries 
expressed in terms of each data store’s native query 
interface (Kolev et al., 2015). The common data 
model respectively is table-based, with support of 
rich datatypes that can capture a wide range of the 
underlying data stores’ datatypes, such as arrays and 
JSON objects, in order to handle non-flat and nested 
data, with basic operators over such composite 
datatypes. 

Queries that integrate data from several data 
stores usually consist of subqueries and an 
integration SELECT statement. A subquery is defined 
as a named table expression, i.e. an expression that 
returns a table and has a name and signature. The 
signature defines the names and types of the 
columns of the returned relation. Thus, each query, 
although agnostic to the underlying data stores’ 
schemas, is executed in the context of an ad-hoc 
schema, formed by all named table expressions 
within the query. A named table expression can be 
defined by means of either an SQL SELECT 
statement (that the query compiler is able to analyze 

and possibly rewrite) or a native expression (that the 
query engine considers as a black box and delegates 
its processing directly to the data store). For 
example, the following simple CloudMdsQL query 
contains two subqueries, defined by the named table 
expressions T1 and T2, and addressed respectively 
against the data stores rdb (an SQL database) and 
mongo (a MongoDB database): 
T1(x int, y int)@rdb = 
       (SELECT x, y FROM A) 
T2(x int, z array)@mongo = {* 
  db.B.find({$lt: {x, 10}}, {x:1, z:1}) 
*} 
SELECT T1.x, T2.z 
FROM T1, T2 
WHERE T1.x = T2.x AND T1.y <= 3 

The purpose of this query is to perform relational 
algebra operations (expressed in the main SELECT 
statement) on two datasets retrieved from a 
relational and a document database. The two 
subqueries are sent independently for execution 
against their data stores in order the retrieved 
relations to be joined by the common query engine. 
The SQL table expression T1 is defined by an SQL 
subquery, while T2 is a native expression (identified 
by the special bracket symbols {* *}) expressed as 
a native MongoDB call. The subquery of expression 
T1 is subject to rewriting by pushing into it the filter 
condition y <= 3, specified in the main SELECT 
statement, thus reducing the amount of the retrieved 
data by increasing the subquery selectivity. Note that 
subqueries to some NoSQL data stores can also be 
expressed as SQL statements; in such cases, the 
wrapper must provide the translation from relational 
operators to native calls. 

CloudMdsQL allows named table expressions to 
be defined as Python functions, which is useful for 
querying data stores that have only API-based query 
interface. A Python expression yields tuples to its 
result set much like a user-defined table function. It 
can also use as input the result of other subqueries. 
Furthermore, named table expressions can be 
parameterized by declaring parameters in the 
expression’s signature.  For example, the following 
Python expression uses the intermediate data 
retrieved by T2 to return another table containing the 
number of occurrences of the parameter v in the 
array T2.z. 

 
T3(x int, c int 
     WITHPARAMS v string)@python = 
{* 
  for (x, z) in CloudMdsQL.T2: 
    yield( x, z.count(v) ) 
*} 
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A (parameterized) named table can then be 
instantiated by passing actual parameter values from 
another native/Python expression, as a table function 
in a FROM clause, or even as a scalar function (e.g. in 
the SELECT list). Calling a named table as a scalar 
function is useful e.g. to express direct lookups into 
a key-value data store. 

Note that parametrization and nesting is also 
available in SQL and native named tables. For 
example, we validated the query engine with a use 
case that involves the Sparksee graph database and 
we use its Python API to express subqueries that 
benefit from all of the features described above 
(Kolev et al., 2015). In fact, our initial query engine 
implementation enables Python integration; however 
support for other languages (e.g. JavaScript) for 
user-defined operations can be easily added. 

In order to also address distributed processing 
frameworks (such as Apache Spark) as data stores, 
we introduce a formal notation that enables the ad-
hoc usage of user-defined Map/Filter/Reduce (MFR) 
operators as subqueries in CloudMdsQL to request 
data processing in an underlying big data processing 
framework (DPF) (Bondiombouy et al., 2015). An 
MFR statement represents a sequence of MFR 
operations on datasets. In terms of Apache Spark, a 
dataset corresponds to an RDD (Resilient 
Distributed Dataset – the basic programming unit of 
Spark). Each of the three major MFR operations 
(MAP, FILTER and REDUCE) takes as input a dataset 

and produces another dataset by performing the 
corresponding transformation. Therefore, for each 
operation there should be specified the 
transformation that needs to be applied on tuples 
from the input dataset to produce the output tuples. 
Normally, a transformation is expressed with an 
SQL-like expression that involves special variables; 
however, more specific transformations may be 
defined through the use of lambda functions. Let us 
consider the following simple example inspired by 
the popular MapReduce tutorial application “word 
count”. We assume that the input dataset for the 
MFR statement is a text file containing a list of 
words. To count the words that contain the string 
‘cloud’, we write the following composition of MFR 
operations: 
T4(word string, count int)@hdfs = {* 
   SCAN(TEXT,'words.txt') 
  .MAP(KEY,1) 
  .FILTER( KEY LIKE '%cloud%' ) 
  .REDUCE(SUM) 
  .PROJECT(KEY,VALUE) 
*} 

This MFR subquery is also a subject to rewriting 
according to rules based on the algebraic properties 
of the MFR operators. In the example above, the 
MAP and FILTER operations will be swapped, thus 
allowing the filter to be applied earlier. The same 
rules apply for any pushed down predicates. 

 
Figure 1: Architecture of the query engine. 
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3 SYSTEM OVERVIEW 

In this section, we introduce the generic architecture 
of the query engine, with its main components. The 
design of the query engine takes advantage of the 
fact that it operates in a cloud platform, with full 
control over where the system components can be 
installed. The architecture of the query engine is 
fully distributed (see Figure 1), so that query engine 
nodes can directly communicate with each other, by 
exchanging code (query plans) and data. 

Each query engine node consists of two parts – 
master and worker – and is collocated at each data 
store node in a computer cluster. Each master or 
worker has a communication processor that supports 
send and receive operators to exchange data and 
commands between nodes. To ease readability in 
Figure 1, we separate master and worker, which 
makes it clear that for a given query, there will be 
one master in charge of query planning and one or 
more workers in charge of query execution. To 
illustrate query processing with a simple example, 
let us consider a query Q on two data stores in a 
cluster with two nodes (e.g. the query introduced in 
Section 2). Then a possible scenario for processing 
Q, where the node id is written in subscript, is the 
following: 
• At client, send Q to Master1. 
• At Master1, produce a query plan P (see Figure 

2) for Q and send it to Worker2, which will 
control the execution of P. 

• At Worker2, send part of P, say P1, to Worker1, 
and start executing the other part of P, say P2, by 
querying DataStore2. 

• At Worker1, execute P1 by querying DataStore1, 
and send result to Worker2. 

• At Worker2, complete the execution of P2 (by 
integrating local data with data received from 
Worker1), and send the final result to the client. 

 
Figure 2: A simple query plan. 

This simple example shows that query execution 

can be fully distributed among the two nodes and the 
result sent from where it is produced directly to the 
client, without the need for an intermediate node. 

A master node takes as input a query and 
produces a query plan, which it sends to one chosen 
query engine node for execution. The query planner 
performs query analysis and optimization, and 
produces a query plan serialized in a JSON-based 
intermediate format that can be easily transferred 
across query engine nodes. The plan is abstracted as 
a tree of operations, each of which carries the 
identifier of the query engine node that is in charge 
of performing it. This allows us to reuse query 
decomposition and optimization techniques from 
distributed query processing (Özsu and Valduriez, 
2011), which we adapt to our fully distributed 
architecture. In particular, we strive to: 
• Minimize local execution time in the data stores, 

by pushing down select operations in the data 
store subqueries and exploiting bind join by 
subquery rewriting; 

• Minimize communication cost and network 
traffic by reducing data transfers between 
workers. 
To compare alternative rewritings of a query, the 

query planner uses a simple catalog, which is 
replicated at all nodes in primary copy mode. The 
catalog provides basic information about data store 
collections such as cardinalities, attribute 
selectivities and indexes, and a simple cost model. 
Such information can be given with the help of the 
data store administrators or collected by wrappers in 
local catalogs which are then merged into the global 
catalog. The query language provides a possibility 
for the user to define cost and selectivity functions 
whenever they cannot be derived from the catalog, 
mostly in the case of using native subqueries. 

The query engine is designed to verify the 
executability of rewritten subqueries to data stores, 
e.g. due to selection pushdowns or usage of bind 
join. For this reason, each wrapper may provide the 
query planner with the capabilities of its data store to 
perform operations supported by the common data 
model. 

Workers collaborate to execute a query plan, 
produced by a master, against the underlying data 
stores involved in the query. As illustrated above, 
there is a particular worker, selected by the query 
planner, which becomes in charge of controlling the 
execution of the query plan. This worker can 
subcontract parts of the query plan to other workers 
and integrate the intermediate results to produce the 
final result. 
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Each worker node acts as a lightweight runtime 
database processor atop a data store and is composed 
of three generic modules (i.e. same code library) - 
query execution controller, operator engine, and 
table storage - and one wrapper module that is 
specific to a data store. These modules provide the 
following capabilities: 
• Query execution controller: initiates and controls 

the execution of a query plan (received from a 
master or worker) by interacting with the operator 
engine for local execution or with one or more 
workers (through communication processors). 

• Operator engine: executes the query plan 
operators on data retrieved from the wrapper, 
from another worker, or from the table storage. 
The operator engine may write an intermediate 
relation to the table storage, e.g. when it needs to 
be consumed by more than one operator or when 
it participates in a blocking operation. 

• Table Storage: provides efficient, uniform storage 
(main memory and disk) for intermediate and 
result data in the form of tables. 

• Wrapper: interacts with its data store through its 
native API to retrieve data, transforms the result 
in the form of table, and writes the result in table 
storage or delivers it to the operator engine. 
In addition to the generic modules, which are 

valid for all the workers, the components of a 
worker collocated with a data processing framework 
as data store, have some specifics. First, the worker 
implements a parallel operator engine, thus 
providing a tighter coupling between the query 
processor and the underlying DPF and hence taking 
more advantage of massive parallelism when 
processing HDFS data. Second, the wrapper of the 
distributed data processing framework has a slightly 
different behavior as it processes MFR expressions 
wrapped in native subqueries. It parses and 
interprets a subquery written in MFR notation; then 
uses an MFR planner to find optimization 
opportunities; and finally translates the resulting 
sequence of MFR operations to a sequence of DPF’s 
API methods to be executed. The MFR planner 
decides where to position pushed down filter 
operations to apply them as early as possible, using 
rules for reordering MFR operators that take into 
account their algebraic properties. 

4 IMPLEMENTATION 

For the current implementation of the query engine, 
we modified the open source Derby database to 
accept CloudMdsQL queries and transform the 

corresponding execution plan into Derby SQL 
operations. We developed the query planner and the 
query execution controller and linked them to the 
Derby core, which we use as the operator engine. In 
this section, we focus on the implementation of the 
components, which each query engine node consists 
of (Figure 3). 

 
Figure 3: Query engine implementation components. 

4.1 Query Planner 

The query planner is implemented in C++; it 
compiles a CloudMdsQL query and generates a 
query execution plan (QEP) to be processed by the 
query execution engine. The result of the query 
planning is the JSON serialization of the generated 
QEP, which is represented as a directed acyclic 
graph, where leaf nodes are references to named 
tables and all other nodes represent relational 
algebra operations. The query planning process goes 
through several phases, which we briefly focus on 
below. 

The query compiler uses the Boost.Spirit 
framework for parsing context-free grammars, 
following the recursive descent approach. 
Boost.Spirit allows grammar rules to be defined by 
means of C++ template metaprogramming 
techniques. Each grammar rule has an associated 
semantic action, which is a C++ function that should 
return an object, corresponding to the grammar rule. 
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The compiler first performs lexical and syntax 
analyses of a CloudMdsQL query to decompose it 
into an abstract syntax tree (AST) that corresponds 
to the syntax clauses of the query.  

At this stage the compiler identifies a forest of 
sub-trees within the AST, each of which is 
associated to a certain data store (labelled by a 
named table) and meant to be delivered to the 
corresponding wrapper to translate it to a native 
query and execute it against the data store. The rest 
of the AST is the part that will be handled by the 
common query engine (the common query AST). 

Furthermore, the compiler performs a semantic 
analysis of the AST by first resolving the names of 
tables and columns according to the ad-hoc schema 
of the query following named table signatures. 
Datatype analysis takes place to check for datatype 
compatibilities between operands in expressions and 
to infer the return datatype of each operation in the 
expression tree, which may be further verified 
against a named table signature, thus identifying 
implicit typecasts or type mismatches. WHERE 
clause analysis is performed to discover implicit 
equi-join conditions and opportunities for moving 
predicates earlier in the common plan. The cross-
reference analysis aims at building a graph of 
dependencies across named tables. Thus the 
compiler identifies named tables that participate in 
more than one operation, which helps the execution 
controller to plan for storing such intermediate data 
in the table storage. In addition, the optimizer avoids 
pushing down operations in the sub-trees of such 
named tables. To make sure that the dependency 
graph has no cycles, hence the generated QEP will 
be a directed acyclic graph, the compiler implements 
a depth-first search algorithm to detect and reject 
any query that has circular references. 

Error handling is performed at the compilation 
phase. Errors are reported as soon as they are 
identified (terminating the compilation execution), 
together with the type of the error and the context, 
within which they were found (e.g. unknown table 
or column, ambiguous column references, 
incompatible types in expression, etc.). 

The query optimizer uses the cost information in 
the global catalog and implements a simple 
exhaustive search strategy to explore all possible 
rewritings of the initial query, by pushing down 
select operations, expressing bind joins, join 
ordering, and intermediate data shipping. 
Furthermore, it uses the capability manager to 
validate each rewritten subquery against its data 
store capability specification, which is exported by 
the wrapper into the global catalog in the form of a 

JSON schema. Thus, the capability manager simply 
serializes each sub-tree of the AST into a JSON 
object and attempts to validate it against the 
corresponding JSON schema. This allows a 
rewritten sub-plan to a data store to be validated by 
the query planner before it is actually delivered to 
the wrapper for execution; and in case the validation 
fails, the rewriting action (e.g. selection pushdown) 
is reverted. 

The QEP builder is responsible for the 
generation of the final QEP, ready to be handled by 
the query execution engine, which also includes: 
resolving attribute names to column ordinal 
positions considering the named table expression 
signatures, removing columns from intermediate 
projections in case they are no longer used by the 
operations above (e.g. as a result of operation 
pushdown), and serializing the QEP to JSON. 

4.2 Operator Engine 

The main reasons to choose Derby database to 
implement the operator engine are because Derby: 
• Allows extending the set of SQL operations by 

means of CREATE FUNCTION statements. This 
type of statements creates an alias, which an 
optional set of parameters, to invoke a specific 
Java component as part of an execution plan. 

• Has all the relational algebra operations fully 
implemented and tested. 

• Has a complete implementation of the JDBC API.  
• Allows extending the set of SQL types by means 

of CREATE TYPE statements. It allows working 
with dictionaries and arrays. 
Having a way to extend the available Derby SQL 

operations allows designing the resolution of the 
named table expressions. In fact, the query engine 
requires three different components to resolve the 
result sets retrieved from the named table 
expressions: 
• WrapperFunction: To send the partial 

execution plan to a specific data store using the 
wrappers interfaces and retrieve the results.  

• PythonFunction: To process intermediate 
result sets using Python code. 

• NestedFunction: To process nested 
CloudMdsQL queries. 
Named table expressions admit parameters using 

the keyword WITHPARAMS. However, the current 
implementation of the CREATE FUNCTION statement 
is designed to bind each parameter declared in the 
statement with a specific Java method parameter. In 
fact, it is not designed to work with Java methods 
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that can be called with a variable number of 
parameters, which is a feature introduced since Java 
6. To solve this gap, we have modified the internal 
validation of the CREATE FUNCTION statement and 
how to invoke Java methods with a variable number 
of parameters during the evaluation of the execution 
plan. For example, imagine that the user declares a 
named table expression T1 that returns 2 columns (x 
and y) and has a parameter called a as follows: 
T1(x int, y string  
     WITHPARAMS a string)@db1 = 
( SELECT x, y FROM tbl WHERE id = $a )  

The query execution controller will produce 
dynamically the following CREATE FUNCTION 
statement: 
CREATE FUNCTION T1 ( a VARCHAR( 50 ) ) 
RETURNS TABLE ( x INT, y VARCHAR( 50 )) 
LANGUAGE JAVA 
PARAMETER STYLE DERBY_JDBC_RESULT_SET  
READS SQL DATA 
EXTERNAL NAME 'WrapperFunction.execute' 

It is linked to the following Java component, 
which will use the wrapper interfaces to establish a 
communication with the data store db1: 
public class WrapperFunction { 
     public static ResultSet execute( 
            String namedExprName,  
            Long queryId,  
            Object... args 
            /*dynamic args*/ 
     ) throws Exception { 
    //Code to invoke the wrappers 
     } 
} 

Therefore, after accepting the execution plan in 
JSON format, the query execution controller parses 
it, identifies the sub-plans within the plan that are 
associated to a named table expression and 
dynamically executes as many CREATE FUNCTION 
statements as named table expressions exist with a 
unique name. As a second step, the execution engine 
evaluates which named expressions are queried 
more than once and must be cached into the 
temporary table storage, which will be always 
queried and updated from the specified Java 
functions to reduce the query execution time. 
Finally, the last step consists of translating all 
operation nodes that appear in the execution plan 
into a Derby specific SQL execution plan. Once the 
SQL execution plan is valid, the Derby core (which 
acts as the operator engine) produces a dynamic byte 
code that resolves the query that can be executed as 
many times as the application needs. 

Derby implements the JDBC interface and an 
application can send queries though the Statement 
class. So, when the user has processed the query 
result and closed the statement, the query execution 
controller drops the previously created functions and 
cleans the temporary table storage. 

To process data in distributed data stores we 
used a specific implementation of the Operator 
Engine and the MFR wrapper, adapting the parallel 
SQL engine Spark SQL (Armbrust et al., 2015) to 
serve as the operator engine, thus taking full 
advantage of massive parallelism when joining 
HDFS with relational data. To do this, each 
execution (sub-)plan is translated to a flow of 
invocations of Spark SQL’s DataFrame API 
methods. 

4.3 Wrappers 

The wrappers are Java classes implementing a 
common interface used by the operator engine to 
interact with them. A wrapper may store locally 
catalog information and capabilities, which it 
provides to the query planner periodically or on 
demand. Each wrapper also implements a finalizer, 
which translates a CloudMdsQL sub-plan to a native 
data store query. 

We have validated the query engine using four 
data stores – Sparksee (a graph database with Python 
API), Derby (a relational database accessed through 
its Java Database Connectivity (JDBC) driver), 
MongoDB (a document database with a Java API), 
and unstructured data stored in an HDFS cluster and 
processed using Apache Spark as big data 
processing framework (DPF). To be able to embed 
subqueries against these data stores, we developed 
wrappers for each of them as follows. 

The wrapper for Sparksee accepts as raw text the 
Python code that needs to be executed against the 
graph database using its Python client API in the 
environment of a Python interpreter embedded 
within the wrapper. 

The wrapper for Derby executes SQL statements 
against the relational database using its JDBC driver. 
It exports an explain() function that the query 
planner invokes to get an estimation of the cost of a 
subquery. It can also be queried by the query planner 
about the existence of certain indexes on table 
columns and their types. The query planner may 
then cache this metadata information in the catalog. 

The wrapper for MongoDB is implemented as a 
wrapper to an SQL compatible data store, i.e. it 
performs native MongoDB query invocations 
according to their SQL equivalent. The wrapper 

DataDiversityConvergence 2016 - Workshop on Towards Convergence of Big Data, SQL, NoSQL, NewSQL, Data streaming/CEP, OLTP
and OLAP

358



maintains the catalog information by running 
probing queries such as db.collection.count() 
to keep actual database statistics, e.g. cardinalities of 
document collections. Similarly to the Derby 
wrapper, it also provides information about available 
indexes on document attributes. 

The MFR wrapper implements an MFR planner 
to optimize MFR expressions in accordance with 
any pushed down selections. The wrapper uses 
Spark’s Python API, and thus translates each 
transformation to Python lambda functions. Besides, 
it also accepts raw Python lambda functions as 
transformation definitions. The wrapper executes the 
dynamically built Python code using the reflection 
capabilities of Python by means of the eval() 
function. Then, it transforms the resulting RDD into 
a Spark DataFrame. 

5 CONCLUSIONS 

In this paper, we presented CloudMdsQL, a common 
language for querying and integrating data from 
heterogeneous cloud data stores and the 
implementation of its query engine. By combining 
the expressivity of functional languages and the 
manipulability of declarative relational languages, it 
stands in “the golden mean” between the two major 
categories of query languages with respect to the 
problem of unifying a diverse set of data 
management systems. CloudMdsQL satisfies all the 
legacy requirements for a common query language, 
namely: support of nested queries across data stores, 
data-metadata transformations, schema 
independence, and optimizability. In addition, it 
allows embedded invocations to each data store’s 
native query interface, in order to exploit the full 
power of data stores’ query mechanism. 

The architecture of CloudMdsQL query engine is 
fully distributed, so that query engine nodes can 
directly communicate with each other, by 
exchanging code (query plans) and data. Thus, the 
query engine does not follow the traditional 
mediator/wrapper architectural model where 
mediator and wrappers are centralized. This 
distributed architecture yields important 
optimization opportunities, e.g. minimizing data 
transfers by moving the smallest intermediate data 
for subsequent processing by one particular node. 
The wrappers are designed to be transparent, making 
the heterogeneity explicit in the query in favor of 
preserving the expressivity of local data stores’ 
query languages. CloudMdsQL sticks to the 
relational data model, because of its intuitive data 

representation, wide acceptance and ability to 
integrate datasets by applying joins, unions and 
other relational algebra operations. 

The CloudMdsQL query engine has been 
validated (Kolev et al., 2015; Bondiombouy et al., 
2015) with four different database management 
systems – Sparksee (a graph database with Python 
API), Derby (a relational database accessed through 
its JDBC driver), MongoDB (a document database 
with a Java API) and Apache Spark (a parallel 
framework processing distributed data stored in 
HDFS, accessed by Apache Spark API). The 
performed experiments have evaluated the impact of 
the used optimization techniques on the overall 
query execution performance (Kolev et al., 2015; 
Bondiombouy et al., 2015). 
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Abstract: Recently, NoSQL stores, such as HBase, have gained acceptance and popularity due to their ability to scale-out
and perform queries over large amounts of data. NoSQL stores typically arrange data in tables of (key,value)
pairs and support few simple operations: get, insert, delete, and scan. Despite its simplicity, this API has
proven to be extremely powerful. Nowadays most data analytics frameworks utilize distributed file systems
(DFS) for storing and accessing data. HDFS has emerged as the most popular choice due to its scalability.
In this paper we explore how popular NoSQL stores, such as HBase, can provide an HDFS scale-out file
system abstraction. We show how we can design an HDFS compliant filesystem on top a key-value store. We
implement our design as a user-space library (KVFS) providing an HDFS filesystem over an HBase key-value
store. KVFS is designed to run Hadoop style analytics such as MapReduce, Hive, Pig and Mahout over NoSQL
stores without the use of HDFS. We perform a preliminary evaluation of KVFS against a native HDFS setup
using DFSIO with varying number of threads. Our results show that the approach of providing a filesystem
API over a key-value store is a promising direction: Read and write throughput of KVFS and HDFS, for big
and small datasets, is identical. Both HDFS and KVFS throughput is limited by the network for small datasets
and from the device I/O for bigger datasets.

1 INTRODUCTION

Over the last few years data has been growing at an
unprecedented pace. The need to process this data
has led to new types of data processing frameworks,
such as the Hadoop (White, 2012) and Spark (Zaharia
et al., 2010). In these data processing frameworks
data storage and access plays a central role. To access
data, these systems employ a distributed filesystem,
usually HDFS, to allow scaling out to large numbers
of data nodes and storage devices while supporting a
shared name space.

Although HDFS stores and serves data, it is de-
signed to serve read-mostly workloads that issue large
I/O requests. Therefore, applications that require data
lookups, use a NoSQL store over HDFS, to sort and
access data items. Figure 1 shows the typical layering
of a NoSQL store over HDFS in analytics stacks.

With recent advances in analytic frameworks,
there has been a lot of effort in designing efficient

1Also with Department of Computer Science, VU Univer-
sity Amsterdam, Netherlands.

2Also with the Department of Computer Science, Univer-
sity of Crete, Greece.

key-value and NoSQL stores. NoSQL stores typically
offer a table-based abstraction over data and support a
few simple operations: get, put, scan and delete over
a namespace of keys used to index data. Key-value
stores, offer similar operations, without however, the
table-based abstraction.

Our observation is that the get/put API offered by
NoSQL and key-value stores can be used to offer gen-
eral access to storage. In particular, with the emer-
gence of efficient key-value stores, there is potential
to use the key-value store as the lowest layer in the
data access path and to provide file-system abstrac-
tion over the key-value store.

There are two advantages to such an approach.
First, for cases where a key-value store runs directly
on top of the storage devices (Kinetic, 2016) with-
out the need for a local or distributed filesystem, there
is opportunity to reduce overheads during analytics
processing. With increasing data volumes, process-
ing overheads are an important concern for modern
infrastructures. Second, there is potential to offer dif-
ferent storage abstractions such as file, object-based,
or record-based storage over the same pool of stor-
age. The key-value store can function essentially as
a general purpose mechanism for metadata manage-
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ment for all of these abstractions and layers.
In this paper we explore this direction by design-

ing an HDFS abstraction, KVFS, over a NoSQL store.
We implement KVFS as a client-side, user-space li-
brary that fully replaces the HDFS client and run un-
modified programs that require HDFS, such as Map-
Reduce. Although KVFS is able to run over any
NoSQL store, in our work and initial experiments, we
choose HBase because it is widely deployed.

We first discuss the design and implementation of
the operations supported by KVFS and how these are
mapped to the underlying NoSQL abstraction. We
then perform some preliminary experiments with DF-
SIO in a small setup to examine the basic overheads
of our approach and to contrast KVFS with a native
HDFS deployment.

Both KVFS and HDFS achieve almost the same
read and write throughput, about 900 MBytes/s, for
small files. For large datasets KVFS has about 20%
lower throughputs for reads and about 11% higher
throughput for writes, compared to HDFS. Essen-
tially, both systems should be able to achieve the same
throughput, given that they operate with large I/O op-
erations.

The rest of this paper is organized as follows. Sec-
tion 2 presents background for HBase and HDFS.
Section 3 discusses our design and implementation of
KVFS. Section 4 displays our preliminary evaluation.
Section 5 presents related work. Finally, Section 6
concludes the paper.

2 BACKGROUND

2.1 HDFS

Hadoop Distributed File System (HDFS) (Borthakur,
2008) is a scale-out distributed filesystem, inspired by
Google File System (Ghemawat et al., 2003). HDFS
offers simpler semantics than traditional filesystems
in two ways: HDFS supports only large blocks, there-
fore all file metadata fit in memory and it supports
only append-to-file operations by a single writer re-
ducing the need for synchronization. In addition, its
scale-out properties and robustness makes it a good
fit for map-reduce style workloads, offered by frame-
works such as Spark and Map-Reduce.

HDFS uses centralized metadata service named
Namenode. Namenode is responsible for keeping the
catalogue of the filesystem consisting of files and di-
rectories. Files are split in fixed-size blocks (typically
64-MBytes). Blocks are replicated, usually between
2-6 replicas per block, and are distributed to datan-
ode. The large block size used by HDFS implies that

file metadata fit in memory and that updates to meta-
data are infrequent. Metadata are synchronously writ-
ten to persistent storage and are cached in memory. If
Namenode crashes a secondary Namenode takes over
by reading the persistent metadata.

2.2 HBase

HBase (George, 2015) is a prominent NoSQL store,
inspired from Google Big Table (Chang et al., 2008).
It offers a CRUD (Create, Read, Update, Delete) API
and supports range queries over large amounts of data
in a scale-out manner.

HBase supports a lightweight schema for semi-
structured data. It consists of a set of associative ar-
rays, named tables. Taqbles comprise of:

• Row: Each table comprises of a set of rows. Each
row is identified through a unique row key.

• Column family: The data in a row are grouped by
column family. Column families also impact the
physical arrangement of data stored in HBase.

• Column qualifier: Data within a column family is
addressed via its column qualifier. Column quali-
fiers are added dynamically in a row and different
rows can have different sets of column qualifiers.

The basic quantum of information in HBase is a cell
addressed by row key, column family and column
qualifier. Each cell is associated with a timestamp.
In this way HBase is able to keep different versions
of HBase cells.

Figure 1 shows the overall architecture of HBase.
HBase consists of a master node named HMaster, re-
sponsible for keeping the catalogue of the database
and also managing Region servers. Region servers
are responsible for horizontal partitions of each table
called regions. Each region contains a row-key range
of a table. Clients initially contact HMaster, which
directs them to the appropriate Region server(s) cur-
rently hosting the targeted region(s). HBase uses the
Apache Zookeeper (Hunt et al., 2010) coordination
service for maintaining various configuration proper-
ties of the system.

HBase uses a log structured storage organization
with the LSM-trees (O’Neil et al., 1996) indexing
scheme at its core, a good fit for the HDFS append-
only file system (Shvachko et al., 2010) it operates on.
Records inserted in an LSM-Tree are first pushed into
a memory buffer; when that buffer exceeds a certain
size, it is sorted and flushed to a disk segment in a
log fashion, named HFile. Read or range queries ex-
amine the memory buffer and then the set of HFiles
of the region. For improving indexing performance,
the number of HFiles for a region can be reduced
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Figure 1: HBase over HDFS architecture (George, 2015).

by periodic merging of HFiles into fewer and larger
HFiles through a process called compaction (similar
to a merge sort). As the data set grows, HBase scales
by splitting regions dynamically and eventually mov-
ing regions between region servers through move op-
erations. For durability, HBase keeps a write-ahead-
log (WAL) in each region server. A WAL is an HDFS
file to which all mutations are appended.

3 SYSTEM DESIGN AND
IMPLEMENTATION

We modify the existing Hadoop stack as seen in 2(a).
We replace HDFS with a shared block device and
place KVFS above HBase. This results in the stack
shown in 2(b). KVFS exposes to applications a hierar-
chical namespace consisting of files and folders which
are stored persistently. File operations supported in
KVFS are the same as in HDFS; append only writes
and byte range reads in random offset within a file. In
the rest of this section first we explain how the hier-
archical namespace of KVFS is mapped and stored in
HBase. Subsequently we provide information about
the basic file operations.

HBase runs on a global file namespace provided
by a distributed filesystem, typically HDFS. Essen-
tially, HDFS provides the ability to HBase to access
any file from any node, it offers data replication, and
space management (via the filesystem allocator and
the file abstraction).

Running HBase on top of a shared block device

requires small modifications: Each HTable in HBase
is decomposed in regions. Each region can be allo-
cated on a portion of the shared block device, such
as the ones provides by a virtual storage area network
(vSAN). Similar to HDFS files, such portions of the
address space are visible to all nodes for load balanc-
ing and fail-over purposes. The information about
which region maps to which address portion and
which server is responsible for a particular address
space is stored as metadata in Apache ZooKeeper,
similar to the original HBase.

Additionally, shared block devices can and usu-
ally are replicated for reliability purposes. This pro-
vides the same level of protection as HDFS, with ad-
ditional options to use different form of replication
or encoding. Finally, shared block devices offered
by modern storage systems are typically thin provi-
sioned, which allows them to grow on demand, based
on available space, similar to individual files. There-
fore, regions that map to device portions can grow
independently, without the need to statically reserve
space upfront.

KVFS maps files and directories into HBase’s row-
column schema. We generate row keys for files
and directories by hashing the absolute file path (e.g.
hash(”/folder/file”)). This eliminates any chance of
collision for files with the same names residing in dif-
ferent folders (e.g. ”/test1/file” and ”/test2/file”). As
shown in Table 1, every HTable row contains all meta-
data of a single file or directory. Every row contains
Column Qualifiers (CQ), where every CQ contains
metadata relevant to a specific file or folder. All rows
in an HTable contain CQs that are typical file meta-
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Table 1: Mapping of files and directories to HBase in KVFS.

Rowkey Column Family name

Type Permissions Block
size Length Timestamp Seed hash

(”Dir1”)
hash

(”Dir1/foo2”)
hash

(”Dir1/foo2#0”)
hash

(”Dir1/foo2#1”)

hash(Dir1) D Read - Write NOT
Exist Exist NOT

Exist
NOT
Exist

hash(Dir1/foo2) F Read - Write NOT
Exist

NOT
Exist Exist Exist

(a) HBase over HDFS. (b) KVFS over HBase
Figure 2: Hadoop architectures.

data such as permissions,file block size, and file size.
We also have a seed and timestamp CQ, both of which
are used for our namespace manipulation operations,
explained later in this section.

We create a new file/folder by initially calculating
the new file row key. Using the key we create a new
row and initialize it with the metadata provided by
the user and set the timestamp with the current time.
We also set the seed CQ with the result of the hashed
concatenation of (filename,timestamp). On successful
creation of the new row, we update the parent folder.
We add a new empty CQ using the hash of the new file
as the qualifier key. This bottom-up order of names-
pace mutations ensures namespace consistency in the
presence of failures. Delete operations work in re-
verse order, first removing the child CQ and then re-
moving the child row. For both operations, the worst
case scenario is having a ’zombie’ row which could
be later garbage collected by the system. Finally us-
ing CQs for the files metadata ensures good locality.

Locating a file or folder is accomplished by re-
cursively traversing the respective rows of each folder
hierarchy (e.g. for ”/file/test”, ”/file” then ”/file/test”).
Although we could simply access directly the file in
question we traverse the path ensuring consistent view
of the namespace. Clients send in parallel a window
of size N requests which can hit different servers.
Continuing, clients traverse the full path in a top-
down approach. If a failure is detected we correct this
by checking the existence of the row of the next level
and updating the parent node.

Another major concern for filesystems besides
namespace management is data allocation and place-
ment. In KVFS, files are mapped into configurable
size blocks, typically of size 64MB. Blocks are repre-
sented as rows dedicated to storing file contents able

Figure 3: Splitting files to blocks and segments for write
operations.

to grow up to block size. During file growth with
append operations, client keep track of the file size.
Since file data are split into fixed size blocks clients
can calculate the next block row key in the follow-
ing way. The key is calculated by hashing the seed
value of the files and the block offset (e.g. for the
first block of ”/file”,hash(”/file#0”)). After allocat-
ing the block we update the file by updating the file
size, ensuring correctness in the presence of a failure.
Since block row keys are calculated in a determinis-
tic way we don’t need to keep explicitly the blocks
into file metadata reducing its size. Seed is used for
being able to track file blocks after file rename opera-
tions. When a file is renamed, we create a new entry
in the namespace discarding the old one. If however
we were based solely on file name to produce deter-
ministic the row keys this would impose rename of the
block keys. With the use of seed, we create a unique
id on file creation which can be used even after re-
name operations to locate the blocks of the file.

Similar to the dir/file lookup, we could locate a
given block directly. In order to ensure consistency
with failures, we must first check the file size to en-
sure the requested block resides inside the file size.
We then get the requested block from HBase. If we
successfully find the requested block although the file
size did not ’contain’ it then a failure occurred. We
recover by adding the missing CQ and updating the
file size CQ.

HDFS supports variable sized reads at random
offsets which results in a random read operation at
a block. HDFS datanodes, serve this request effi-
ciently, by using the metadata of the local filesystem.
In particular, blocks which are mapped in local files
by HDFS Datanode use directly the local FS ability
to read from a random offset in that file. However,
HBase API, where KVFS is built upon does not pro-
vide this capability in its API. As we presented above,
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each block in KVFS maps to row where its value is of
size typically 64MB. This is good fit for 64MB reads
but imposes significant overhead for small reads. For
example, in order for a client to read 64KB from a
block, this would impose the region server to send
to the client 64MB to pick the corresponding 64KB.
To this end we enrich our blocks with CQs metadata
named segments, as shown in Figure 3. Each block
row consists of a set of segments. Each segment ad-
dress a configurable size data typically 64KB. With
this addition, small reads are served by requesting
from the block row only the appropriate segments and
then by adding to the request the corresponding seg-
ments. The drawback from this approach is that we
amplify the metadata but we should optimize this in a
later version.

KVFS supports single writer append only writes
as original HDFS. For exclusive write access to a file
HDFS uses Namenode as the central lock manager.
Namenode grants a lease to the client which ensures
exclusive write access. Since Namenode is absent
in KVFS we redesign the distributed locking mech-
anism with the use of Zookeeper (Hunt et al., 2010).
Zookeeper is a scalable and fault tolerant coordination
service which is already part of the HBase stack. It ex-
poses a filesystem like API for implementing a variety
of distributed synchronization protocols. It achieve
this by using callbacks to clients. In our design, each
time a client wants to be granted write access to a
file, it tries to create a Zookeeper node (znode) using
hash(filename) as the znode id. If the znode exists, it
means that some other client is already writing to the
file. If this is the case, client will request for a call-
back when the znode is deleted. In the opposite case,
the client will start appending to the file and at the end
it will remove the znode.

MapReduce and other applications tend to pro-
duce small write appends (Kambatla and Chen, 2014).
For this reason, we use a write buffer to merge multi-
ple small writes into a 64-KByte segment. We batch
multiple segments and send them to the region server
for network efficiency. In the current version of the
prototype, we have tuned the size of the write buffer
and the batching factor over the network, thus we are
able to overlap computation with network communi-
cation.

4 PRELIMINARY EVALUATION

4.1 Experimental Setup

Even though KVFS is in an early prototype stage,
it is able to run unmodified map-reduce workloads.

DFSIO is a read/write benchmark for HDFS. DF-
SIO measures an HDFS cluster total read and write
throughput, simulating IO patterns found in MapRe-
duce workloads. We conduct two experiments, one
for reads and one for writes. Both experiments are
performed for datasets of 8-GBytes and 96-GBytes
respectively with default block size of DFSIO set
to 32-MByte. Dataset of 8-GBytes fits in memory
whereas the 96-GBytes dataset is IO intensive as it no
longer fit in the buffer cache. In the first case we satu-
rate the network and in the second we saturate the de-
vice. Moreover the number of mappers, are from 1 till
8 for both datasets. The dataset is split equally across
mappers. The number of concurrent tasks is defined
for both read and write operations and equals to the
number of mappers. The sever uses 4 Intel X25-E
SSDs (48-GBytes) in RAID-0 using md Linux driver.
Table 2 presents the configuration of the servers we
use.

Table 2: Hardware configuration of evaluation setup.

CPU Xeon(R) CPU E5520
Memory 48-GBytes
NIC 10GBit Myricom NIC
Hard Disk WD Blue 160-GBytes
OS CentOS 6.3
HBase version 0.98
HDFS version 2.7.1

4.2 Results

Figures 4 and 5, show our results for writes/reads
with datasets of 8-GBytes and 96-GBytes respec-
tively. DFSIO reports throughput per mapper. We
plot the aggregate throughput of all mappers.

Writes: Write throughput of KVFS and HDFS for
both 8-GBytes and 96-GBytes datasets is almost
equal. Figure 4(a) shows that for the 8-GBytes
dataset, KVFS achieves 908-MBytes/s and HDFS
achieves 938-MBytes/s maximum write throughput.
For 96-GBytes dataset, KVFS achieves maximum
throughput 460-MBytes/s and HDFS 410-MBytes/s.

In more detail, Figures 4(a) and 5(a) show that the
write throughput of HDFS and KVFS is almost equal,
when the number of mappers is 8. For the dataset
of 8-GBytes, when the number of mappers ranges
from 1 to 4, KVFS’s write throughput is 25.4% higher
than HDFS’s. For the dataset of 96-GBytes, when the
number of mappers is 1 KVFS’s write throughput is
2.5 times the throughput of HDFS. Whereas, as we
increase the number of mappers write throughput of
both HDFS and KVFS becomes almost identical.
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Reads: We note that KVFS’s throughput exceeds
HDFS’s throughput when the number of mappers
is small. From Figure 4(b) we observe that when
the number of mappers range from 1 to 4, KVFS’s
read throughput is almost 2 times the throughput of
HDFS. This improvement is due to KVFSs use of
asynchronous I/O using zeromq(Hintjens, 2013) for
data requests. As the number of mappers increases,
HDFS’s and KVFS’s throughput become almost equal
as the benefits of asynchronous I/O diminish. The
maximum throughput achieved by KVFS, for the 8-
GBytes dataset, is 1170-MBytes/s and for HDFS is
1200-MBytes/s. For the 96-GBytes datasets the max-
imum throughput for KVFS is 390-MBytes/s, whereas
for HDFS is 490-MBytes/s with 4 mappers respec-
tively. These difference in performance between are
due to the fact that HDFS has a more efficient cache
policy. In future versions we are planning to improve
the caching policy and we believe that, after tuning,
KVFS could outperform the native HDFS setup.

Our results for both read and write comply with
the throughput of the SSDs for the big dataset (96-
GBytes) and with the network speed for the small the
dataset (8-GBytes). In both cases we almost achieve
the maximum throughput.

5 RELATED WORK

Similar to our approach, the Cassandra File System
(CFS) runs on top of Cassandra (Lakshman and Ma-
lik, 2010). CFS aims to offer a file abstraction over
the Cassandra key-value store as an alternative to
HDFS. Cassandra does not require HDFS but runs
over a local filesystem. Therefore in a Cassandra in-
stallation there is no global file-based abstraction over
the data. Our motivation differs, in that we are inter-
ested to explore the use of key-value stores as the low-
est layer in the storage stack. Although we are cur-
rently using HBase, our goal is to eventually replace
HBase with a key-value store that runs directly on top
of the storage devices, without the use of a local or
a distributed filesystem. This motivation is similar to
the Kinetic approach (Kinetic, 2016), which however,
aims at providing a key-value API at the device level
and then build the rest of the storage stack on top of
this abstraction.

The last few years there has been a lot of work
on both DFSs (Depardon et al., 2013; Thanh et al.,
2008) and NoSQL stores (Abramova et al., 2014;
Klein et al., 2015) from different originating points of
view. Next, we briefly discuss related work in DFSs
and NoSQL stores.

DFSs have been an active area over many years
due to their importance for scalable data access. Tra-
ditionally, DFSs have strived to scale with the number
of nodes and storage devices, and to eliminate syn-
chronization, network, and device overheads, with-
out compromising the richness of semantics (ideally
offering a POSIX compliant abstraction). Several
DFSs are available and in use today, including Lus-
tre, BeeGFS, OrangeFS, GPFS, GlusterFS, and sev-
eral other commercial and proprietary systems. Pro-
viding a scalable file abstraction while maintaining
traditional semantics and generality has proven to be
a difficult problem. As an alternative, object stores,
such as Ceph (Weil et al., 2006), draw a different bal-
ance between semantics and scalability.

With recent advances in data processing, the addi-
tional interesting and important realization has been
that in several domains it suffices to offer simpler
APIs and to design systems for restricted operating
points. For instance, HDFS uses very large blocks
(e.g. 64 MBytes) which simplifies dramatically meta-
data management. In addition, it does not allow up-
dates, which simplifies synchronization and recovery.
Finally, it does not achieve parallelism for a single
file, since each large chunk is stored in a single node,
simplifying data distribution and recovery. Given
these design decisions, HDFS and similar DFSs are
efficient for read-mostly, sequential workloads, with
large requests.

NoSQL stores have been used to fill in the need
for fine-grain lookups and the ability to scan data in
a sorted manner. NoSQL stores can be categorized in
four groups: key-value DBs (Level DB, Rocks DB,
Silo), document DBs (Mongo DB), column family
stores (HBase, Cassandra), and graph DBs (Neo4j,
Sparksee).

Such, data-oriented (rather than device-oriented)
approaches to storage and access bare a lot of merit
because they draw yet a different balance between se-
mantics and scalability. Until to date these approaches
have become popular in data processing frameworks,
however, they have little application in more general
purpose storage.

We foresee, that as our understanding of key-value
stores and their requirements and efficiency improves,
they will play an important role in the general-purpose
storage stack, beyond data processing frameworks.

6 CONCLUSIONS

In this paper we explore how to provide an HDFS ab-
straction over NoSQL stores. We map the file abstrac-
tion of HDFS to a table-based schema provided by

KVFS: An HDFS Library over NoSQL Databases

365



0

200

400

600

800

1000

1200

1400

1 2 4 8

Th
ro

u
gh

p
u

t 
(M

B
yt

es
/s

ec
)

Number of mappers

KVFS HDFS

(a) Write

0

200

400

600

800

1000

1200

1400

1 2 4 8

Th
ro

u
gh

p
u

t 
(M

B
yt

es
/s

ec
)

Number of mappers

KVFS HDFS

(b) Read
Figure 4: Write and read throughput for 8-GBytes dataset with increasing number of mappers.
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Figure 5: Write and read throughput for 96-GBytes dataset with increasing number of mappers.

NoSQL stores. Our approach combines the versatility
of the key-value API with the simpler (compared to
traditional DFS) semantics of HDFS. We implement
a prototype, KVFS, which runs on top of HBase, a
popular and widely deployed NoSQL store, supports
the full HDFS API and is able to run unmodified data
analytics applications, such MapReduce tasks. KVFS
runs as a library that replaces entirely the HDFS client
library.

We perform preliminary experiments to contrast
the performance of our approach to a native HDFS
deployment. We find that KVFS’s maximum through-
put of reads is 390-MBytes/s and 1100-MBytes/s, for
big and small datasets, respectively. These through-
puts are slightly smaller than the ones achieved by
HDFS. For writes KVFS’s maximum throughput is
460-MBytes/s and 910-Mbytes/s, for big and small
datasets, respectively. KVFS’s write throughput for
small datasets is very close to HDFS’s throughput,
whereas for big datasets it exceeds it.

Overall, our approach shows that the key-value
abstraction is a powerful construct and can be used
as the lowest layer in the storage stack as a basis for
building all other storage abstractions (blocks, files,
objects, key-value pairs). We believe that this direc-
tion is worth further exploration and that it can lead
to more efficient, scale-out data storage and access in
modern data centers and infrastructures.
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Abstract: In the pursuit of highly available systems, storage systems began offering eventually consistent data models.
These models are suitable for a number of applications but not applicable for all. In this paper we discuss a
system that can offer a eventually consistent data model but can also, when needed, offer a strong consistent
one.

1 INTRODUCTION

In recent years, extensive research work has been fo-
cusing on large scale data storage (ex. (Chang et al.,
2006; Lakshman and Malik, 2010)). Large scale sys-
tems, composed by several thousand of machines,
raise several interesting challenges predominantly re-
lated with their instability. In fact, an increase in
system scale is necessarily accompanied by the in-
crease in the number and type of failures. Strikingly,
failures can actually become the rule, not the excep-
tion (Schroeder and Gibson, 2007). The impact of
failures in the design of a data storage system can be
significant and designing fault tolerant data storages
is a non trivial task.

Traditional data storage systems were designed
to provide four well-defined properties: atomicity,
consistency, isolation and durability. There are well
known approaches to provide these properties in a
centralized system. In this scenario the failure of
the machine necessarily means unavailability, even if
the above properties are always guaranteed. More-
over, centralized systems can only grow their capacity
to answer increased demand by adding physical re-
sources to the existing machine. In other words, they
cannot scale out. In order to provide better availabil-
ity and scalability, the natural answer are distributed
systems where demand is balanced across several ma-
chines and where an increase in demand is handled
by the addition of more machines, i.e. scale out. The
failure of a number of machines can be tolerated by
assigning their tasks to the remaining ones. However,
distributed systems require intricate coordination pro-
tocols in order to guarantee the four properties de-
scribed and these protocols exhibit performance lim-

itations when deployed in large scale scenarios. The
are know to struggle with deployments of more than
a few tens of nodes.

In the pursuit of available, scalable and usable
storage systems, compromises between availability
and the guarantees offered have been proposed. In
particular, the idea of eventual consistency has been
the subject of intense research work (Vogels, 2009).
Eventual consistency considers that data is allowed to
be temporarily inconsistent but eventually converges
to a consistent state. This relaxation allows data stor-
age systems to avoid costly coordination protocols
and offer continuous availability even in the presence
of failures. Even so, the concrete implementations of
the notion of eventual consistency are several and dis-
tinct. There is no clear and consensual definition of
the term and of the programming model it implies.
Different implementations originate different models
and there is no easy way to quantify the guarantees
provided by each model or even to compare them. As
a consequence, using and reasoning about an eventual
consistent system becomes very complex.

In this paper, we propose a new approach to data
storage. We leverage previous work on epidemic large
scale data storage and on a disruptive epidemic total
order protocol. We discuss a system that can effort-
lessly be configured to provide strong consistency or
a weaker consistency model.

2 DataFlasks - LARGE SCALE
STORAGE

DataFlasks (Maia et al., 2014) is a data store aimed at
very large scale deployments. Entirely built on top of
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epidemic protocols, this system is able to guarantee
data persistence even in the presence of high levels of
failures.

In DataFlasks, nodes are organized into groups.
Each group is responsible for a subset of the data
and groups do not overlap. A client application can
write key-value objects to DataFlasks by issuing a
put operation and later retrieve them via a get op-
eration. Objects are carry a version and the triple
(key,version,value) is considered unique by the stor-
age system. However, DataFlasks does not enforce
any kind of data consistency. As a consequence a
client application is responsible for explicitly manage
data versioning in order to provide consistency.

We leverage the work on DataFlasks in order to
take advantage of its resilience properties. Our pro-
posal is to use DataFlasks as a persistence layer.

3 EpTO- STRONG CONSISTENCY
WITH HIGH PROBABILITY

EpTO(Matos et al., 2015) is a scalable and robust total
order protocol. While validity, integrity and total or-
der properties are deterministic, the agreement prop-
erty of classic total order is relaxed to be probabilistic
and implemented at the expense of epidemic dissem-
ination protocols, know precisely for their scalability
and robustness. This allows EpTO to scale to thou-
sands of nodes, at least an order of magnitude larger
than previous proposals, which enables building very
large systems with strong (consistency) semantics.

Combining DataFlasks with EPTO, allows us to
offer total order on data writes to the store and, as a
consequence, a strong consistency model. DataFlasks
group construction mechanism and the fact that each
group dataset is disjoint (Guerraoui and Schiper,
1997) allows us to use the EPTO protocol only on
a restricted subset of the system nodes allowing the
system to scale.

4 RELAXED CONSISTENCY

With DataFlasks and the EPTO protocol we are able
to provide a storage system with strong consistency
with high probabiility. Moreover, we are able to
achieve this even for a deployment of several thou-
sand of nodes. Naturally, in order to achieve such
level of consistency a latency cost must be paid.

In DataFlasks, every node can receive requests.
When a write request is received, in order to guar-
antee strong consistency with high probability, nodes

must follow the EPTO protocol to ensure they assign
the correct version to that write operation. This may
result in increased request latency.

Our proposal is offering a weaker consistency
model where there is a small probability of temporar-
ily considering an incorrect version for write opera-
tions. It works as follows. Let us consider a system
component that gives nodes an estimate of the time it
takes a message to reach all nodes in their DataFlasks
group. Recall that each group is responsible for a cer-
tain subset of the data. This time estimate is associ-
ated with a probability of being correct. When a node
receives a write request automatically becomes the
coordinator for that write. It looks at its current state
and assigns the write a version it thinks is the correct
one based only on local knowledge. It disseminates
to all the other nodes in the system the write opera-
tion and the version. Next, it waits for an amount of
time equal to that given by the estimation. If no write
is received for that object in such time, it stores the
object with the assigned version. All the other nodes,
when receiving such object and version go through
the same procedure. Each time a node receives a con-
flicting request the one that was proposed by the node
with smaller identification wins.

This simple model allows the user to explicitly
tune the desired level of consistency by configuring
the time estimation component. When the time es-
timation component is configured with a probability
of 1 of being correct, the system automatically dis-
cards this algorithm and uses the EPTO protocol. For
every value smaller than 1, the system will relax con-
sistency guarantees and become faster. This way, the
same system architecture is able to provide a stronger
or a weaker consistency model according to the prior-
ity given to consistency and performance.

5 CHALLENGES

The weaker consistent model we propose shares simi-
larities with the unconscious model presented in (Bal-
doni et al., 2006). In it, processes are not aware -
i.e. are unconscious - of when consistency has been
reached. Our proposal allows for consciousness in the
sense that processes may know with probability 1 that
a consistency state has been reached while also allow-
ing for unconscious operation. We believe exposing
and quantifying these notions to the application is an
interesting research path, and in particularly its inter-
play with the reliability guarantees of the gossip mu-
tation and the freshness of the membership provided
by DataFlasks group construction protocols. Besides,
the consistency constraints imposed by operations af-
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fecting multiple DataFlasks groups need to be stud-
ied (Guerraoui and Schiper, 1997).

We aim at quantifying these trade-offs and con-
straints such that one can achieve a better understand-
ing of the consistency models underlying modern dis-
tributed applications and in particular, studying how
the relaxations proposed compare with the stronger
consistency models.
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Abstract: Buffer caching mechanisms are paramount to improve the performance of today’s massive scale NoSQL
databases. In this work, we show that in fact there is a direct and univocal relationship between the resource
usage and the cache hit ratio in NoSQL databases. In addition, this relationship can be leveraged to build a
mechanism that is able to estimate resource usage of the nodes composing the NoSQL cluster.

1 INTRODUCTION

Massive scale distributed key-value datastores (pop-
ularly referred to as NoSQL databases) are becom-
ing pivotal systems in nowadays infrastructures. They
support some of the most popular Internet services
and have to cope with huge amounts of data while of-
fering stellar performance. In fact, their highly desir-
able performance, scalability and availability proper-
ties cannot be achieved without carefully choosing its
underlying infrastructure and without adequate data
allocation. All requiring real scenario testing and per-
formance prediction.

Similar to traditional relational databases, NoSQL
databases make heavy use of buffer caching mecha-
nisms, in order to improve the performance of read
requests. Moreover, the effectiveness of such mech-
anisms is directly related to the performance and,
as a consequence, to the resource utilization of the
database. This effectiveness can be measured in terms
of the hit ratio that the caching mechanism exhibits.
The higher the cache hit ratio the more effective the
cache mechanism is, and thus more performant is the
database.

In this position paper, we set up some experiments
to demonstrate that there is a direct relationship and
univocal relationship between the cache hit ratio and
the resource utilization. Stemming from this relation-
ship, we envision that it is possible to take advantage
of this relationship in order to estimate the resource
usage of NoSQL databases simply by knowing its
cache hit ratio, as it is a reflection of the data size and
the request distribution, and the incoming throughput.

2 BACKGROUND

Caching mechanisms are crucial to improve the
performance of computing systems. In particular,
databases make use of buffer caching to improve their
read performance. When using caching one of the
main goals is to try to keep the cache hit rate as high
as possible. The cache hit rate measures the percent-
age of requests that result in a cache hit. A high hit
cache rate means that a good number of requests are
being served exclusively by the cache, and thus op-
timizing resource consumption. In other words, this
means using less CPU and less I/O operations. As
a result, the cache hit ratio is directly related to re-
source consumption. When the data size exceeds the
cache size, eventually, some data in the cache needs to
be removed to give room to more frequently accessed
data. One of the most widely used cache replacement
algorithms (Puzak, 1985). is the Least Recently Used
(LRU) algorithm (Sleator and Tarjan, 1985), and it is
used by NoSQL databases in their implemented buffer
caches (George, 2011) (L. and M., 2009).

NoSQL databases focus on high throughput, high
scalability and high availability, in addtiion they run
in a distributed setting with tenths to hundreds of
nodes, usually composed of commodity hardware.
The application data is partitioned and these parti-
tions are assigned to the available nodes according to
a data placement strategy. In HBase, nodes are called
RegionSevers and data partitions are referred as re-
gions. Contrasting with relational database manage-
ment systems (RDBMS), these databases only pro-
vide a simple key-value interface to manipulate data
by means of put, get, delete, and scan operations and
they do not offer strong consistency criteria. Based on
Bigtable (Chang et al., 2006), HBase’s data model im-
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plements a variant of the entity-attribute-value (EAV)
model and can be thought of as a multi-dimensional
sorted map. This map is called HTable and is indexed
by the row key, the column name and a timestamp.
HBase has a block cache implementing the LRU re-
placement algorithm. Several key-values are grouped
into block of configurable size and these blocks are
the ones used in the cache mechanism. The block size
within the block cache is a parameter but defaults to
64KB.

3 INTERDEPENDENCE OF
RESOURCE USAGE AND
CACHE HIT RATIO

The cache hit ratio has a great impact on how a sys-
tem performs and is thus directly related to its re-
source consumption. By resource consumption we
mean the amount of main memory used, the number
of I/O operations to distinct storage mediums and the
amount of memory/disk swapping needed. The server
usage encompasses the CPU time waiting for I/O op-
erations to complete (I/O wait), the time spent on user
space (CPUuser) and the time spent on kernel space
(CPUsystem).

Serverusage = I/Owait +CPUuser +CPUsystem

With this measure it is possible to have an accurate
picture of how the machine is using its resources. Al-
though the I/O wait corresponds to a period when the
CPU is free for other computational tasks, we are ad-
dressing a specific scenario that focus on a NoSQL
database where we cannot achieve a perfect paral-
lelism between I/O wait and CPU usage. In fact,
as most operations require network and/or disk re-
sources we must consider I/O wait to accurately rep-
resent the cost of such operations in the metric. Thus,
if the combined I/O wait and CPU usage reaches
100%, the throughput does not increase by adding
more clients.

In order to demonstrate that effectively the cache
hit ratio is related to server usage, we set up two dif-
ferent experiments using a HBase deployment and
YCSB (Cooper et al., 2010) as the workload gener-
ator. These experiments, while not necessarily repre-
sentative of real-world workloads, cover a wide spec-
trum of possible behaviors. With these we are able to
show a clear and direct relationship between the cache
hit ratio and server usage in NoSQL databases.

In both experiments, one node acts as master for
both HBase, and it also holds a Zookeeper (Hunt
et al., 2010) instance running in standalone mode,
which is required by HBase. Our HBase cluster was

composed of 1 RegionServer, configured with a heap
of 4 GB, and 1 DataNode. HBase’s LRU block cache
was configured to use 55% of the heap size, which
HBase translates into roughly 2.15 GB. We used one
other node to run the YCSB workload generator. The
YCSB client was configured with a readProportion
of 100% i.e. only issue get operations, and with a
fixed throughput of 2000 operations per second with
75 client threads so we solely analyze the impact of
cache hit ratio in server usage. All experiments were
set to run for 30 minutes with 150 seconds of ramp
up time and the results are the computed average of
5 individual runs. The server usage was logged ev-
ery second in the RegionServer node using the UNIX
top command. All nodes used for these experiments
have an Intel i3 CPU at 3.1GHz, with 8GB of main
memory and a local 7200 RPM SATA disk, and are
interconnected by a switched Gigabit local area net-
work.

In the first experiment, a single region was pop-
ulated using the YCSB generator with 4,000,000
records (4.3 GB). This means that the region cannot
be fitted entirely into the block cache: about 1.1 mil-
lions records (1.21 GB) remain on secondary mem-
ory and must be brought into main memory when re-
quested. There were two different scenarios each with
a different configured request popularity:
1. A uniform popularity distribution, that is all

records have equal probability of being requested
(the is the case where the cache hit ratio is mini-
mum (Sleator and Tarjan, 1985));

2. A zipfian popularity distribution, highly skewed,
and clustered, meaning that the most popular keys
are contiguous, which makes them fall in the same
cache block.

The results for this experiment are depicted in Ta-
ble 1. As expected, the uniform request popularity is
the one that achieves the lower cache hit ratio (49%)
and thus consumes more server resources (58.35%).
On the contrary, the zipfian request popularity attains
the higher cache hit ratio (93%), because the most
popular records are clustered and as a result fall in
the same block served by HBase’s block cache. And
because of that it consumes the least Server resources
(only 19.28 %) for the same 2000 ops/s.

Table 1: Average Serverusage and cache hit ratio results un-
der 2 different distributions, for a region not fitting in block
cache.

Distribution phit Average Serverusage #Records
Uniform 49% 58.35% 4,000,000
Zipfian 93% 19.28% 4,000,000

In the following experiment we show that two dif-
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ferent distributions, with different data sizes but with
the same cache hit ratio, will have the same server
resources consumption if subject to the same fixed
throughput. Consequently, in this experiment we used
the same setting as the first experiment for the zipfian,
again populated with 4,000,000 records (4.3GB), but
we changed the number of records of the uniform dis-
tribution to 2,141,881(2.3 GB) so its cache hit ratio
could also be 93%. The throughput is again fixed at
2000 operations per second. From Table 2 it is possi-
ble to see that the amount of resources used by both
distinct distributions is identical. Despite the fact that
they have been populated with different data sizes.
Therefore, for some throughput all it takes to have an
identical server usage is an identical cache hit ratio,
regardless of the data size and the distribution.

Table 2: Average Serverusage and cache hit ratio results for
2 distributions with different sizes, but with same cache hit
ratio.

Distribution phit Average Serverusage #Records
Uniform 93% 19.76% 2,141,881
Zipfian 93% 19.28% 4,000,000

From both experiments we can infer that the cache
hit ratio is related to database resource usage: for a
given throughput, the higher the cache hit ratio, the
lower the server usage. In addition, the cache hit rate
reflects not only the data size, but also the underlying
distribution of requests which, in combination with an
incoming throughput, corresponds to a given server
usage.

As a result, we envision that the server usage of
any workload can be estimated simply by knowing
its cache hit ratio and incoming throughput, regard-
less of the distribution of requests and data size. In
that regard, it should be possible to to build a tridi-
mensional model, that models the server usage for
a NoSQL database, when the cache hit ratio and the
throughput vary. It is worth noting that by collapsing
the data size and the request distribution into a single
metric, the cache hit ratio, the construction of such
model should be simplified. Nonetheless, that model
will be hardware dependent and has to be rebuilt when
the hardware changes or when there are changes in
core configuration parameters of the database.

4 CONCLUSION

In this paper, we demonstrated that there is a direct
and univocal relationship between the server usage
and the cache hit ratio of NoSQL databases. Fur-
thermore. we propose that instead of a specific work-

load is characterized by the three common parame-
ters, namely: i) data size; ii) distribution of requests
and iii) incoming throughput; a workload can be char-
acterized by the incoming throughput and by its cache
hit ratio, as the latter is a reflection of the i) data size
and of the ii) distribution of requests. This simplifica-
tion can simplify the construction of a resource usage
server model that could then be used to estimate the
server usage for any combination of cache hit ratio
and incoming throughput.
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Abstract: The data collection for eventual analysis is an old concept that today receives a revisited interest due to the 
emerging of new research trend such Big Data. Furthermore, considering that a current market trend is to 
provide integrated solution to achieve multiple purposes (such as ISOC, SIEM, CEP, etc.), the data became 
very heterogeneous. In this paper a flexible and efficient solution about the data collection of heterogeneous 
data is presented, describing the approach used to collect heterogeneous data and the additional features (pre-
processing) provided with it. 

1 INTRODUCTION 

Current market shows a trend of the vendors to offer 
integrated solution to their customers in the domain 
of the Big Data. This is the case, for example, of the 
Information Security Operations Center (ISOC) 
where enterprise information systems (applications, 
databases, web sites, networks, desktops, data 
centers, servers, and other endpoints) are monitored, 
assessed, and protected using advanced processing 
techniques (Complex Event Processing CEP). 
Another example is the new generation of Security 
Information and Event Management (SIEM) systems 
that combine Security Information Management 
(SIM) and Security Event Management (SEM) 
technologies (Coppolino et al., 2015). These 
examples are characterized by the high heterogeneity 
of the data produced by the sensors used to monitor 
the infrastructure to be protected. 

The Data Collection Framework that is presented 
in this paper aims at mastering the data heterogeneity 
by providing a flexible and efficient tool for gathering 
and normalising security relevant information. 
Furthermore, we believe that, in many cases the 
possibility to perform a coarse-grain analysis of the 
data at the edge of the domain to be monitored can 
provide relevant advantages, such as an early 
detection of particular conditions, a reduction of the 

data stream volume that feeds the data and event 
processing platform, and the anonymization of the 
data with respect to privacy requirements. 

This tool has been developed in the context of the 
LeanBigData (LBD) EU project. LeanBigData 
targets at building an ultra-scalable and ultra-efficient 
integrated big data platform addressing important 
open issues in big data analytics. 

This paper is organized as follows. Section 2 
describes the developed Data Collection Framework, 
Section 2.1 provides global implementation details, 
Section 2.2 describes the DCF Input Adapters, 
Section 2.3 describes the DCF Output Adapters, 
Section 2.4 describes the Processing At The Edge 
Component, Section 2.5 describes the DCF 
deployment schemas, and Section 3 provides some 
concluding remarks. 

2 DATA COLLECTION 
FRAMEWORK 

The main features of the Data Collection Framework 
(DCF) are 1) effective (i.e. high throughput) 
collection of data via a declarative approach and 2) 
efficient inclusion of new data sources. The Data 
Collection Framework enables the user to configure 
data sensors via a declarative approach, and to 
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transform data that can be described via EBNF 
(Extended Backus-Naur Form) notation into 
structured data, by leveraging a “compiler-compiler” 
approach (Compiler-compiler, 2015). 

The data collection framework allows users: 

 to specify via a grammar the structure of the 
data to be collected,  

 to provide a bidirectional data collection layer, 
with the capability to perform simple 
operations on data, such as aggregation, 
filtering, and pattern recognition, at the edge of 
the domain,  

 to provide sensors for a broad set of common 
data sources, such as: operating system and 
server logs, network and security device logs, 
CPU information, VM information, IPMI, and 
application level information.  

The Data Collection Framework is able to 
translate the format of virtually any data source into a 
general format in a declarative manner, by providing 
the translation scheme. 

Figure 1 shows the global architecture of the Data 
Collection Framework. 

 

Figure 1: DCF architecture. 

It is composed of three main building blocks, namely: 
1. Data Acquisition module; 
2. Data Parsing/Processing at the edge module; 
3. Data Output module. 

The Data Acquisition module is the part 
responsible for acquiring data from the sources, and 
of forwarding them to the Data Parsing/ Processing at 
the edge module. The Data Acquisition module 
provides many Agents in order to gather data from 
different types of sources and uses two possible 
collection modes: 

1. Push - with this mechanism, the sources are 
responsible for forwarding data to the 
acquisition agent. The Syslog protocol (Syslog, 
2015) is used to allow a simple integration of 
systems that already use this protocol to log 
their data. 

2. Pull - with this mechanism, the agent reads data 
directly from the source (log file). 

The Data Parsing/Processing at the edge module 
is in charge of transforming raw data to structured 
data by leveraging a “compiler-compiler” approach. 
Furthermore, each generated parser also converts raw 
data to a format compatible with the one used by the 
LeanBigData CEP and possibly pre-processes them 
using a State Machine Approach (SMC, 2015) 
depending on the requirements of the application 
domain. The result of this module is passed to the 
Data Output module. 

The Data Output module is in charge of 
forwarding parsed data to one or more components 
responsible for attack detection. 

2.1 DCF Implementation 

The Data Collection Framework has been 
implemented in Java for the following reasons:  

 The APIs of the LeanBigData CEP are 
provided for this language; 

 The “write once, run anywhere (WORA)” 
advantages of Java code allow to run an 
application on different architectures without 
rebuild it; 

 Only the presence of a Java Virtual Machine 
(JVM) is required. 

The DCF is provided as a single runnable jar file that 
can be executed by a user: 

 to acquire raw data; 
 to parse data; 
 to format data; 
 to pre-process data; 
 to provide input to a correlator. 

All these functionalities are fully integrated in a 
single component to allow the execution on a single 
machine (the host to monitor). 

2.2 DCF Input Adapters 

The DCF comes with a series of input adapters 
already available to cover a high range of sources: 

 Grammar Based 
 Syslog source 
 Log source 

Data Collection Framework - A Flexible and Efficient Tool for Heterogeneous Data Acquisition

375



 

 Ganglia source 
 DB source 

New input adapters can be added in a simple way 
to allow future extensions. It is worth noting that at 
runtime only a single type of input adapter can be 
configured for each DCF instance (if more input 
adapters are configured only one will be executed). 

2.2.1 Grammar based Input Adapters 

This class of adapters covers a high range of possible 
sources. These adapters will be responsible for 
transforming raw data (that can be described using an 
EBNF notation) to structured data, leveraging a 
“compiler-compiler” approach, that consists in the 
generation of a data parser. 

Since 1960, the tools that offer automatic 
generation of parsers are increased in number and 
sophistications. Today about one hundred different 
parser generator tools, including commercial 
products and open source software, are available. We 
analysed such tools and compared them taking into 
account the following requirements: 
 Formal description of the target language in 

EBNF or EBNF-like notation; 
 Generated parser in Java programming 

language; 
 Optimized and high performance parsing; 
 Low or no-runtime dependencies; 
 BSD license; 
 High quality error reporting; 
 High availability of online/literature 

documentation. 
The result of the comparison is that JavaCC 

(JAVACC, 2015) and ANTLR (ANTLR, 2015) are 
both valuable solutions for generating a parser. We 
selected them for the DCF implementation for the 
following motivations:  
 Input Grammar notation 

Both JavaCC and ANTLR accept a formal 
description of the language in EBNF notation. The 
EBNF notation is the ISO standard, well-known by 
developers and allows high flexibility. 
 Type of parsers generated 

JavaCC produces top-down parsers. ANTLR 
generates top-down parsers as well. A top-down 
parser is strongly customizable, simple to read and 
understand. These advantages allow high 
productivity and improve the debugging process. 
 Output language 

ANTLR, and in particular version 4, is able to 
generate parsers in Java, C# , Python2 and 3. JavaCC 
is strongly targeted to Java, but also supports C++ and 

JavaScript. The main advantage of a parser in Java is 
its high portability.  
 Run-time dependencies 

JavaCC generates a parser with no runtime 
dependencies, while ANTLR needs external libraries. 
 Performance 

To test the performance of JavaCC and ANTLR 
we have conducted many tests. One of the 
performance indicator that has been evaluated is the 
parsing time. 

An example of the conducted tests (on the same 
machine – Windows 7 - 64 bit - i7 - 6GB) is the 
measurement of the time needed to parse the 
following mathematical expression: 

11+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)
+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+1
1+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+
12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+11
+12*(24/8)+(1204*3)+12*(24/8)+(1204*3)+1

2*(24/8)+(1204*3)+12*(24/8)+(1204*3) 

(1) 

The grammar files written for the two parser 
generators are perfectly equivalent to have a common 
starting point. JavaCC is faster than ANTLR, in fact 
after repeated measures it is capable to parse the 
expression in an average time less than 3ms, while 
ANTLR(version 4) takes over 60ms. 
 Generated code footprint 

Starting from the same code used to evaluate the 
performance, JavaCC and ANTLR require, for the 
generated code, a comparable footprint (less than 
20KB). ANTLR however, due to runtime 
dependencies, requires adding into the project an 
external library that takes about 1 MB. 
 License 

Both parser generators are under BSD license. 
BSD provides high flexibility for the developers and 
minimum restrictions for the redistribution of the 
software.  

From this analysis, even if the features of JavaCC 
and ANTLR are comparable, the best performance in 
parsing and generation of the output source code, the 
smaller code footprint and the absence of runtime 
dependencies, have led us to select JavaCC as the 
parser generator to be used in the Data Collection 
Framework. 

The adoption of the JavaCC parser generator, 
requires a declarative description of the data 
structure. 

The declarative description of the data structure is 
provided via a grammar file (.jj) that describes the 
tokens and the relative semantics of the data to parse 
using an Extended-Backus-Naur Form (EBNF, 
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2015). The following classes have been used to 
optimize the integration of the parser with the DCF: 

 The TupleElement class, to represent a parsed 
value in the paradigm (Name,Type,Value); 

 The Tuple class, to represent a collection of 
parsed events (TupleElement) 

 The ConvertAndSend class, to format the data 
in the DCF format and to forward them to the 
data analysis module. 

The push and the pull operation mode have been 
implemented as shown in Figure 2. 

In the push mode, the DCF instantiates a SysLog 
server to receive data using the SysLog protocol. In 
this way a generic method is provided to receive data 
from external sources and to integrate, with no 
overhead, sources that already use the SysLog format 
to log information. 

In the pull mode data are retrieved from a log file. 
This method is useful when the sources save 
information in log files. The input adapters will be 
responsible for gathering data from the log files. This 
is implemented using a non-blocking (for the source) 
piped mechanism. In particular, the log file is read as 
a “RandomAccessFile” and, when it reaches the end 
of file, the reader goes into sleep mode for a pre-
configured amount of time. On wakeup, it checks if 
there have been any changes in the file. The raw data 
is read and is pushed to an output pipe, which is 
connected to an input pipe that is used as input by the 
parsers during the parsing phase. 

 

Figure 2: DCF push and pull mode. 

2.2.2 Ganglia Source 

This adapter has been implemented to retrieve data 
from sources that already use the Ganglia monitoring 
system (Ganglia, 2015). Ganglia is a scalable 
distributed monitoring system for high-performance 
computing systems, such as clusters and Grids. 
Ganglia allows to monitor a lot of physical machine 
parameters defined as metrics with very low per-node 
overhead and high concurrency. The physical machine 
metrics that are of interest to the application can be 
measured by appropriately configuring Ganglia. This 
input adapter uses a TCP server hosted by Ganglia to 
retrieve all monitored data. 

2.2.3 DB Source Input Adapter 

This adapter has been implemented to retrieve data 
from a specific table of a database. Typically, this 
adapter requires a trigger enabled on the table to be 
monitored in order to notify the adapter when a new 
value is ready. This adapter requires the table be 
ordered by means of an identifier of Integer type. This 
is needed to retrieve only new rows of the table. 

2.3 DCF Output Adapters 

The DCF provides the following output adapters to 
forward parsed data: 

 Lean Big Data CEP Adapter 
 Ganglia adapter 
 TCP JSON adapter 

New output adapter can be easily added to allow 
future extensions. It is worth noting that at runtime 
multiple types of output adapters can be configured 
for each DCF instance. 

2.3.1 LDB CEP Output Adapter 

This adapter is used to forward data to the Lean Big 
Data CEP using the LBD JCEPC driver. In particular, 
data are forwarded to a specific stream of a topology 
loaded into the LBD CEP. 

2.3.2 Ganglia Output Adapter 

This adapter is used to forward data to the Ganglia 
monitoring system. It is useful to create specific 
metrics using the DCF data. This adapter can be used 
in a machine running Ganglia. 

2.3.3 TCP JSON Output Adapter 

This adapter provides a general output adapter. It 
forwards data to a TCP server using the JSON format 
(JSON, 2015). An example of the output format is 
provided in the code below. This example is about the 
output produced by a DCF configured with a Ganglia 
input adapter and a TCP JSON output adapter. The 
code shows that all metrics configured in Ganglia are 
forwarded to the destination in a generic JSON 
format. 

{"Type":"Long", 
"Attribute":"ganglia_timestamp", 
"Value":"1449740799000"}, 
{"Type":"String", 
"Attribute":"ganglia_IP", 
"Value":"127.0.0.1"}, 
{"Type":"String", 
"Attribute":"ganglia_location", 
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"Value":"192.168.10.206"}, 
{"Type":"Double", 
"Attribute":"cpu_user", 
"Value":"6.4"}, 
{"Type":"Double", 
"Attribute":"cpu_nice", 
"Value":"0.0"}, 
{"Type":"Double", 
"Attribute":"load_five", 
"Value":"1.03"}, 
{"Type":"Double", 
"Attribute":"cpu_system", 
"Value":"5.6"},… 

2.4 DCF Processing at the Edge 

The “Processing At The Edge” (PATE) has been 
implemented using the State Machine Compiler 
technologies. This component is optional and can be 
enabled via a configuration file. 

The idea is that the user can perform simple 
processing operation on the collected data before 
forwarding them to the output adapter. This pre-
processing task allows for an early detection of 
specific conditions end events, a reduction of the data 
stream volume, and the anonymization of the data 
with respect to privacy requirements. 

Many technological solutions have been 
evaluated, based on the following criteria: 
 Simple processing operation definable by the 

user 
 Low dependences 
 Low overhead 
 Good performance 
 JAVA support 

Based on the results of the evaluation process we 
adopted the Finite State Machine Approach. The user 
specifies the operations to perform on the data using 
a state machine description. Starting from the 
declarative description of the state machine the DCF 
generates and runs the corresponding finite state 
machine using the State Machine Compiler (SMC, 
2015). The template for writing a state machine is 
provided in the following code excerpt. 

%class Manager 
%import com.parser.Tuple 
%package com.stateMachine 
%start StateMachineMap::State1 
%fsmclass StateMachineName 
%map StateMachineMap 
%% 
State1 { 
  “transition(input: 
Tuple)[condition]  NextState 
{ actions…}” 
… 
} 

… 
StateN {…} 
%% 
In each state machine one or more states can be 

defined and each state is characterized by one or more 
transitions. Each transition has an input value of the 
Tuple type (i.e. a collection of parsed values), an 
activating condition (if the condition is true the 
transition is activated), a next state to be reached 
when the activating condition is satisfied, and a list of 
actions to be performed during the transition 
activation. The current implementation provides the 
following list of possible actions that can be 
performed while activating the transition: 

 send(Tuple) to forward event to the DCF 
Output Adapter; 

 print(Object) for debug purpose; 
 getIntField(Tuple, String) to retrieve an integer 

field form the input Tuple; 
 getStringField(Tuple, String); 
 getDoubleField(Tuple, String); 
 getTimestampField(Tuple, String); 
 getLongField(Tuple, String); 
 getFloatField(Tuple, String); 
 addToAVG(int index, double value), 

resetAVG(int index), getAVG(int index) a set 
of functionalities to allow the computation of 
average values. Many averages can be 
managed, and each average is identified by a 
numeric index; 

 incCounter(int index, int x), decCounter(int 
index, int x), getCounter(int index) a set of 
functionalities to allow the counting operation. 
Many counters can be managed, and each 
counter is identified by a numeric index; 

 anonymize(Tuple tuple, String... name) to 
anonymize specific fields of the input tuple; 

 addField(Tuple tuple, String name, types type, 
Object value) to add a new field to the input 
tuple; 

 saveValue(String name, types type, Object 
value ), sendSavedData(String id), 
getIntSavedData(String name), 
getDoubleSavedData(String name), 
getLongSavedData(String name) to save and 
retrieve data between states; 

 sendValue(String id, String name, types type, 
Object value) to forward specific value to the 
DCF Output Adapter. 

2.5 DCF Deployment Schemas 

Thanks to the high modularity of the DCF 
components three deployment schemas can be 
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adopted: Basic Schema, Thin Client Schema, and 
Clustered Schema. 

The Basic Schema represents the basic 
configuration of the DCF where a full instance of the 
DCF (including the PATE) is running on each data 
source as described in Figure 3. 

 

Figure 3: DCF Basic Schema. 

 

Figure 4: DCF Thin Client Schema. 

  

Figure 5: DCF Cluster Schema. 

The Thin Client Schema (Figure 4) represents a 
configuration where only the data acquisition agent is 
deployed on the data source. The PATE component is 
possibly deployed in a separate machine. This is 
useful when the data source has low resources 
available (ex. Raspberry). 

The Clustered Schema (  
Figure 5) represents a configuration where all the 

gathered data are forwarded to a central PATE 
component, thus achieving a clustered data 
collection. 

3 CONCLUSIONS 

This paper presents the final implementation of a 
Data Collection Framework. The proposed 

framework provides an integrated and modular 
framework for instrumentation and performance 
analysis that has been explicitly designed to support 
the LeanBigData project, but can be used also in 
different context. The collection framework includes 
a number of features for achieving high-throughput, 
such as being able to handle thousands asynchronous 
data streams as well as having processing capabilities 
at the edge. 
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Abstract: Single Euro Payments Area (SEPA) is an initiative of the European banking industry aiming at making all 
electronic payments across the Euro area as easy as domestic payments currently are. One of the payment 
schemes defined by the SEPA mandate is the SEPA Direct Debit (SDD) that allows a creditor (biller) to 
collect directly funds from a debtor’s (payer’s) account. It is apparent that the use of this standard scheme 
facilitates the access to new markets by enterprises and public administrations and allows for a substantial 
cost reduction. However, the other side of the coin is represented by the security issues concerning this type 
of electronic payments. A study conducted by Center of Economics and Business Research (CEBR) of 
Britain showed that from 2006 to 2010 the Direct Debit frauds have increased of 288%. In this paper a 
comprehensive analysis of real SDD data provided by the EU FP7 LeanBigData project is performed. The 
results of this data analysis will conduct to define emerging attack patterns that can be execute against SDD 
and the related effective detection criteria. All the work aims at inspire the design of a security system 
supporting analysts to detect Direct Debit frauds. 

1 INTRODUCTION 

Payment systems are in rapidly evolution. And so 
are payment frauds. Whenever a new payment 
method is introduced, the fraudsters try to take 
advantage of loopholes and security vulnerabilities 
that each novel system brings with it. European 
Union has developed the Single Euro Payment Area 
(SEPA), where 500 million of citizens, businesses 
and the European Public Administrations can make 
and receive over 100 billion no-cash payments every 
year (EPC, 2002). SEPA Direct Debit (SDD) is a 
service that allows consumers to make in euro 
payments using a single bank account and a single 
set of instructions. A common standard, if on one 
hand translates into efficiency gains for businesses 
and public administrations, facilitating access to new 
markets and reducing costs, on the other hand, the 
simplification of the payment process increases the 
risks for the users. The SDD service is not free from 
cybercrime attacks. A study conducted by Center of 
Economics and Business Research (CEBR) of 
Britain, on behalf of Liverpool Insurance Company, 
showed that from 2006 to 2010 the Direct Debit 

frauds have increased of 288%, with an expected 
growth of 57% for the next three years (FINEXTRA, 
2010). The magnitude of these evidences is related 
to the lack of knowledge on the part of financial 
institutions with respect to the types of threats that 
an attacker can implement. The paper is organized as 
follows: Section 2 presents the works found in 
literature that approached to the issues in SDD 
payments and electronics ones; in Section 3 an in-
depth analysis of the SEPA standard and an accurate 
description of the phases to set-up a Direct Debit 
transaction is presented. Particular emphasis is given 
to the almost absence of security mechanisms that a 
financial institution puts in place to protect his users 
from unauthorized or fraudulent SDDs. Section 4, 
starting from the information reported in the 
previous sections, analyzes the  vulnerabilities of the 
SDD process due to the adoption of Creditor 
Mandate Flow Model (CMF). Section 5 proposes a 
categorization, in four misuse cases, of attacks that a 
fraudster can execute against an unaware SDD’s 
user. To this aim, we have analyzed over than 2TB 
of real SDD data, provided within the framework of 
EU FP7 European LeanBigData project. Section 6 
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outlines effective detection criteria to the previously 
identified attack patterns and finally, Section 7 
shows future research directions.  

2 RELATED WORK 

Direct Debit frauds are a modern topic in the 
scientific community and, at the beginning of our 
work, we were aware that no literature concerning 
this argument was available. However, several are 
the publications relating the detection of threats 
against other forms of electronic payment. In 
(D’Antonio, 2015) (Coppolino, 2015) authors 
describe the advanced cyber threats, specifically 
targeted to financial institutions and propose an 
approach based on combining multiple and 
heterogeneous data to detect frauds against a Mobile 
Money Transfer (MMT). The research presented in 
(Raj, 2011), denotes that in real life fraudulent 
transactions are scattered with genuine transactions 
and simple pattern matching techniques are not often 
sufficient to detect those frauds accurately. The 
work presents a survey of various techniques (Data 
mining, Fuzzy logic, Machine learning...) used in 
credit card fraud detection. (Patidar, 2011) shows  
that the frauds tend to be perpetrated to certain 
patterns and the use of Neural Network to detect 
fraudulent transactions is presented. The paper 
(Duman, 2011) suggests a novel combination of the 
two well-known meta-heuristic approaches, namely 
the genetic algorithms and the scatter search to 
detecting credit card frauds. The method is applied 
to real data and very successful results are obtained 
compared to current practice. The research presented 
in (Allison, 2005) proposes an analysis of the 
identity theft and the related crimes. 

3 SEPA DIRECT DEBIT 
TRANSACTIONS 

SEPA is the area where citizens, businesses, 
governments and other economic actors can make 
and receive euro payments. The jurisdiction of the 
SEPA scope currently consists of the 28 EU 
Member States (List, 2015), the members of 
European Free Trade Association-EFTA (Iceland, 
Liechtenstein, Norway and Switzerland), plus 
Monaco and San Marino. The goal of the SEPA 
project includes the development of financial 
instruments, standards, procedures and 
infrastructures to enable economies of scale. This 

paper is focused on SEPA Direct Debit transactions 
(SDDs), one of the services provided by SEPA. 
Typical examples of SDD transactions are services 
that require recursive payments such as pay per view 
TV, gym subscription and energy distribution. The 
actors involved in an SDD transaction are: 
 

 Creditor 
In the SEPA Direct Debit (SDD) schema is the 
person or company who has a credit that will be 
satisfied by collecting funds from the Debtor’s bank 
account through an SDD transaction. 

 Debtor 
In the SEPA Direct Debit (SDD) schema is the 
person or company who has a debit that satisfies by 
providing funds from his/her bank account to the 
Creditor’s bank account by means of an SDD 
transaction. 

 Creditor’s and Debtor’s banks 
They represent the respective banks of Creditor and 
Debtor.  
 

When a Creditor must draw funds from another 
person’s bank account, to set up the process, he/she 
has to acquire an SDD mandate from Debtor and 
advise his/her bank about it. During each 
transaction, the Creditor sends a direct debit request 
(with information about the amount of the 
transaction) to his/her bank that will start the process 
to request the specified amount from Debtor’s bank 
account. The Debtor must provide only the signature 
of the mandate, but has no prior acknowledgement 
about the direct debit being in charge to his/her bank 
account. Usually, the Creditor sends a receipt to the 
Debtor by using a best effort service, so no 
guarantee about delivery time and delivery itself is 
provided. In this process, the Debtor will have 
knowledge of an unauthorized direct debit only 
when the funds have already been withdrawn and 
after reception of his/her bank statement. This of 
course exposes the Debtor to a large number of 
possible frauds. For these reasons, with SEPA, in 
case of unauthorized transactions due to errors or 
frauds, a Debtor can request refund until 8 weeks 
from the SDD deadline or 13 months in case of an 
unauthorized SDD. The SDD process (Figure 1 ) is 
characterized by the following steps: 
 

 Acquisition 
1) The mandate is signed by the Debtor and is 
notified to the Creditor Bank. 

 Validation 
1) The Creditor Bank sends a validation request for 
the received mandate to the Debtor Bank. 
2) The Debtor Bank receives the validation request 
and returns its validation. 
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 SDD request 
1) The Creditor generates a receipt at least 14 
working days before its deadline. 
2) The Creditor sends an SDD request to its bank (at 
least 11 working days before in case of first SDD 
request, 9 for subsequent requests). 
3) The Creditor Bank sends an SDD request to the 
Debtor Bank which checks the correctness of the 
request and if no problem occurred, the bank debits 
the SDD on Debtor's account. 

 Interbank Clearing 
1) The Debtor Bank communicates the result of 
SDD request to the Creditor Bank. 
2) In case of positive response, the Creditor Bank 
credits the amount of the transaction on Creditor’s 
account. 
 

The standard adopted by SEPA to compose SDD 
requests is the ISO 20022 (Goswell, 2006), a multi-
part International Standard performed by ISO 
Technical Committee TC68 Financial Services. It 
defines a modelling methodology to capture in a 
syntax-independent way financial business areas, 
business transactions, and associated message flows. 
Also, it sets a central dictionary of business items 
used in financial communications and fixes a set of 
XML and ASN.1 design rules to convert the 
message models into XML or ASN.1 schemas, 
whenever the use of ISO 20022 XML or ASN.1-
based syntax is preferred. In Italy, from the 1st of 
February 2014, domestic credit transfers, banking 
and postal direct debits (RIDs) were replaced by the 
corresponding SEPA instruments. In particular, for 
the SDD request, the “CBIBdySDDReq.00.01.00” 
standard which is provided by the Interbank 
Corporate Banking (CBI) consortium is used. 

 
Figure 1: SEPA Direct Debit process. 

In Listing 1 an excerpt of real SDD data is shown. 

<Cdtr> 
    <Nm>Cred_Name Cred_Surname </Nm> 
      <PstlAdr> 
   <TwnNm>Cred_Town</TwnNm> 
   <Ctry>Cred_Country</Ctry> 
   <AdrLine>Cred_Addr</AdrLine> 
      </PstlAdr> 

   <Id>ITXXX100000857072000YYY</Id> 
</Cdtr> 
    <CdtrAcct> 
     <Id>  
<IBAN>IT58Z0000000001000000000884</IBAN> 
     </Id> 
    </CdtrAcct> 
<Dbtr> 
    <Nm>Deb_Name Deb_Surname </Nm> 
      <PstlAdr> 
   <TwnNm>Deb_Town</TwnNm> 
   <Ctry>Deb_Country</Ctry> 
   <AdrLine>Deb_Addr</AdrLine> 
      </PstlAdr> 
         <Id>AAABBB88A08B777R</Id> 
</Dbtr> 
<DbtrAcct> 
     <Id>   
<IBAN>IT48Y0000000001000000000884</IBAN> 
     </Id> 
</DbtrAcct> 
   <RmtInf> 
 <Ustrd>Gym Subscription</Ustrd> 
   </RmtInf> 

Listing 1: Excerpt of SDD data in ISO 20022 format. 

It contains the information of Creditor and Debtor. 
Within the <Cdtr> tag, the “Id” field represents the 
Creditor Identifier (CI, 2015) on 23 digits. 

In particular, from digit 8 to digit 23 is defined 
the VAT number of the company. An analogous 
structure is used for the Debtor, but the “Id” field is 
on 16 digits and represents the fiscal code of the 
user. In the real data that we have analyzed, every 
ISO 20022 xml file contains a trace of purpose of 
the transaction (i.e.  gym or pay-tv subscription) 
within the field “Ustrd”.  

4 ISSUES IN SEPA 
TRANSACTIONS 

The SEPA Direct Debit transactions, as any other 
form of electronic payment, are not immune from 
attacks of fraudsters. At the basis of each SDD fraud 
there is the “Identity Theft”, of either the Debtor's 
identity or the Creditor’s identity. Identity Theft is a 
relatively new phenomenon for which there is no 
universally recognized definition, but overall can be 
defined as a crime where someone: 

 

“knowingly transfers, possesses, or uses, without 
lawful authority, a means of identification of another 
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person with the intent to commit, or to aid or abet, 
or in connection with, any unlawful activity that 
constitutes a violation law ..." (Finklea, 2010). 

 

The major weakness of the SEPA Direct Debit 
process is at the beginning of the procedure, in 
particular during the phase of signing the mandate. 
In fact, as shown in Figure 2, a fraudster can 
authorize the SDD mandate in place of the Debtor. 
This illegal activity, also known as “Mandate 
Fraud”, allows benefiting products or services 
without paying for it, while the Debtor will 
recognize the fraud after the direct debit was 
performed. The management of the mandate can 
follow two different models: 
 

 CMF – Creditor driven Mandate Flow 
 DMF – Debtor driven Mandate Flow 

 

CMF provides that the mandate is stored with the 
Creditor and it is the unique model in four European 
countries (Germany, Spain, Netherland and UK). 
DMF, unlike the previous, provides that the mandate 
stays with the Debtor’s bank and is adopted in 
Finland, Greece, Malta, Slovenia, Slovakia, 
Hungary, Latvia and Lithuania. In Italy and in the 
remaining countries of SEPA area, CMF and DMF 
coexist, but  the European  Policy  Centre  (EPC) has 

 

Figure 2: Mandate Fraud. 

unilaterally decided that the SEPA model would be 
based on CMF. The same European Consumer’s 
Organization (BEUC), through a letter to the 
members of European Parliament (MEPs) dated 25 
January 2010, has raised the issue by defining 
SEPA’s Creditor Mandate Flow Model (CMF) 
“massively open to fraud”. With the CMF model, 
the consumer’s bank (i.e. Debtor’s bank) does not 
have control over the mandate, so the risk of fraud is 
higher (BEUC, 2011). This model prevents the 
Debtor’s Bank from intervening once a payment has 
left an account, with the consequence that the 

Creditor is in full control of the transaction. 
Furthermore, the reduced amount of information 
required to activate a transaction, allows even to the 
less savvy criminals to perpetrate a fraud. The 
precondition of an SDD fraud is an identity theft. 
There are different techniques to steal personal 
information of the victim, as reported in (Pardede, 
2013), several that don’t need high technical 
expertise (i.e. Dumpster Diving) and other more 
sophisticated (i.e. Spoofing and Phishing). 

5 FOUR MISUSE CASES 

In this section will be described four misuse cases in 
the SDD transactions. The classification was 
conducted in order to develop, in future, a support 
system to recognize SDD frauds with a high 
detection rate and a low occurrence of false-
positives. To categorize the frauds, we have 
examined a huge amount of real data. This data have 
been obtained within the LeanBigData project 
(Project, 2014). LeanBigData is an European project 
that has as goal the building of an ultra-scalable and 
ultra-efficient integrated big data platform 
addressing important open issues in financial, cloud 
data and social media big data analytics. Over than 2 
TB of data transactions properly anonymized have 
been analyzed and, from the observation of different 
attack patterns, we have extracted four misuse cases. 
The misuse cases will be schematized with 
indications about the actors involved in the fraud, 
the preconditions to execute it, a description of the 
misuse case and the fraudster’s goal. To allow a 
better understanding of the misuse cases, it is 
appropriate to divide the services that can be 
connected to an SDD transaction into two 
categories: 
 

 Location-unbound 
 Location-bound 

 

The “location-unbound” category identifies services 
that can be provided at any location and therefore do 
not require the physical presence of the Debtor (e.g. 
pay-per-view, smartphone fee) while, the term 
“location-bound” indicates all services necessarily 
provided at a specific place and requiring the 
physical presence of the user at a specific place, for 
example a gym subscription.  
 

Misuse Case 1: Location-unbound Service Fraud 

 Actors: Debtor, Creditor and Fraudster. 
 

 Objective: The goal of the Fraudster is to 
perpetrate an identity fraud against the Debtor to 
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benefit of a “location-unbound” service, without 
paying for it. 
 

 Preconditions:  
1)The Fraudster steals Debtor’s identity.  
2)The Fraudster signs a mandate for a location-
unbound" service instead of the legitimate user. 

 Description: 
1)The Fraudster, impersonating a Debtor, requests a 
direct debit on the Debtor’s account for a “location-
unbound” service. 
2)The Fraudster, to activate the SDD process, signs 
the mandate with the stolen identity of the Debtor. 
3)The Debtor’s bank, once verified the correctness 
of the data into SDDs, transfer the cost of the service 
from Debtor’s account. 
 

Misuse Case 2: Location-bound Service Fraud 
 Actors: Debtor, Creditor and Fraudster. 

 

 Objective: The goal of the Fraudster is to 
perpetrate an identity fraud against the Debtor to 
benefit of a “location-bound” service, without 
paying for it. 

 

 Preconditions:  
1)The Fraudster steals Debtor’s identity. 
2)The Fraudster signs a mandate for a “location-
bound" service instead of the legitimate user. 
 

 Description:  
1)The Fraudster steals the identity of a Debtor and, 
by using such identity, requests a payment for a 
“location-bound” service to the unaware Debtor. 
2)The Fraudster, to activate the SDD transaction, 
signs the mandate with the stolen identity of the 
Debtor. 
3)The “location-bound” service provided by real 
Creditor has a location of use very far from usually 
places visited/lived by the Debtor. 
4)The Debtor’s bank, that has the duty of checking 
only the correctness of format and data into the SDD 
request, validates the transaction. 
 

Misuse Case 3: Fake Company Fraud 
 

 Actors: Debtor and Fraudster. 
 

 Objective: The goal of the Fraudster is to 
perpetrate an identity fraud against the Debtor, 
without provide to him/her any “location-bound” or 
“location-unbound” service. 

 

 Preconditions: 
1) Fraudster and Creditor is the same actor. 
2) The Fraudster steals Debtor’s identity. 
3) The Fraudster signs a mandate for a service 
instead of legitimate user. 
 

 Description: 
1) A fake company, registered as biller for SDDs, 
requires a direct debit for a service to an unaware 
Debtor. 

2)The Fraudster, to activate the SDD transaction, 
signs the mandate with the stolen identity of the 
Debtor. 
3) The Debtor’s bank, that is not able to verify the 
reliability of Creditor, accepts the SDDs. 
 

Misuse Case 4: Cloning Company Fraud 
 

 Actors: Debtor and Fraudster. 
 

 Objective: The goal of the Fraudster is to 
activate a direct debit on the Debtor’s account for a 
“location-unbound” service regularly subscribed by 
Debtor, but that will not provide. 

 

 Preconditions:  
1) Fraudster and Creditor is the same actor. 
2)The Fraudster contacts the Debtor and obtains 
“legally” his/her identity. 
3)The Debtor authorizes the mandate for the service. 
 

 Description: 
1)The Fraudster, using a company name slightly 
different from another well-known by the Debtor, 
contacts the Debtor and proposes to him/her the 
subscription for an “unbound” service. 
2)The Debtor is interested to the service, subscribes 
it  and provides its personal and banking details. 
3)The Debtor’s bank, given that the cloning 
company is registered as a biller and the mandate is 
properly signed, activates the fund transfer. 
4)The Debtor will be aware of the fraud only when 
after several days the service still has been not 
provided (within the account statement there is not 
anything of irregular).       

6 A MULTI SENSORS 
APPROACH TO RECOGNIZE 
FRAUDOLENT 
TRANSACTIONS 

In the last years, despite the recommendations by the 
part of European Banking Committee (EBC) to 
improve the security of SDD payment process, the 
financial institutes have not yet put in place valuable 
solutions to recognize fraudulent transactions. The 
banking fraud detection systems currently have low 
performance because they separately control only 
the format correctness of the direct debit requests 
and the data therein specified. The multi sensors 
approach proposed in this work, is driven by the 
Joint Directors Laboratories (JDL) Data Fusion 
model (Blash, 2013) and  involving its Source 
Preprocessing, Object Refinement and Situation 
Refinement levels. In order to discern a malicious 
operation from a legitimate one, is necessary 
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categorizing each incoming SDD for topic and 
collect, within of a profile, more information as 
possible on Debtor and Creditor. Finally, through 
several detection criteria targeted on the misuse 
cases previously analyzed, both SDDs and users data 
will be focused to extract the evidence of an SSD 
fraud. The Data Fusion process will be operated by 
using a generalization of the Bayesian theory, such 
as the Dempster-Shafer theory of Evidence 
(Dempster, 1968). Figure 3 shows the high level 
architecture that aims at develop a multi sensor 
decision supports system which by the data gathered 
by multiple data sources (i.e. Social Networks data, 
SDD raw data, third party services...), will provide a 
measure of likelihood of an ongoing Direct Debit 
fraud.  

 

Figure 3: Decision Supports System Global Architecture. 

The above architecture consists of the main 
following blocks: 
 

 SDD Topic categorization 
It is the module responsible of the classification of 
each incoming SDD to a topic of interest. It operates 
on raw SDD data and  performs a data filtering step 
to extract the Creditor information. This data will be 
used as input for third party services (i.e. Registro 
delle Imprese and Agenzia delle Entrate websites) to 
retrieve the working sector, such as the topic, of the 
Creditor.   
 

 Profile 
It is a centralized database that stores in real-time the 
profile of each Debtor and in the specific his/her 
personal data, banking account information, 
addresses and interests. For the definition of the 
Debtor’s interests, once obtained the user’s 
authorization, tools that perform machine learning, 
text analysis and natural language processing have 
been used. These receive a text in input - e.g. 
Facebook posts, tweets, hashtags - and execute an 
automatic classification in categories. Also, the 

profile  contains a table with the information related 
to the Creditors (i.e. venues and working sector) 
which the Debtor has made business. 
 

 Detection Criteria 
The Detection Criteria allow to evaluate the 
deviation between the context of the SDD operation 
and the ideal profile of the Debtor. From a careful 
analysis of the attack patterns described at previous 
section and, observing the typologies of services 
involved, the preconditions and the modus operandi 
of cyber criminals, the following criteria have been 
defined: 
 

1) Geographic Incoherence  
The “Geographic Incoherence” criterion is 
applicable to the SDDs that involving the fruition of 
“location-bound” services. This criterion measures 
the coherence between the known Debtor’s 
addresses (i.e. residence address, job address and 
other addresses communicated from Debtor to the 
bank) and the location of use of the service. One 
parameter to take into account for evaluating a 
location of service as plausible is the distance in 
kilometre from the Debtor’s addresses. The criterion 
integrates the Google Maps Geocoding API 
(Google, 2016)  to converting addresses in 
geographic coordinates and calculating the distance 
between two geographic points. 
 

2) Interests Incoherence 
The “Interests Incoherence” criterion can be used to 
recognize suspicious SDDs both for “location-
bound” and “location-unbound” services. It aims at 
measuring the match between the topic of the 
transaction and the Debtor’s interests. The criterion, 
through the exploitation of Dempster-Shafer theory 
and using Sentiment analysis techniques, evaluates 
the evidence that Debtor’s interest is close to topic 
of service. 
 

3) Creditor Reliability 
The “Creditor Reliability” criterion, by the use of 
third party services (i.e. Registro delle Imprese and 
Agenzia delle Entrate websites), allows to identify if 
a company is real or not. Of course, for a company 
does not inscribed to the "Registro delle Imprese", 
the criterion will raise an alert. 
 

4) Frequency Incoherence 
A direct debit is a service typically used to perform 
recursive payments. That means observing of an 
account should highlight periodicity of payments of 
the same nature. The presence of spurious payments 
or a suspect increasing of the number of 
transactions, could be index of malicious operations. 

Each one of the described criteria produces as 
outcome an indicator that summarizes the evidence 
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of an ongoing fraud as defined by the Basic 
Probability Assignment (BPA) of Dempster-Shafer 
theory. All the BPAs will be in turn focused using 
the Dempster’s rule of combination. In this way, 
more criteria can be combined for the same 
transaction to increase the fraud detection rate and 
reduce the false alarms. For instance, in an 
attempting of "Location-bound Service Fraud" the 
isolated use of the “Geographic Incoherence” 
criterion could conduct to evaluate a transaction as 
genuine. Adding also the “Interests Incoherence" 
criterion, and evaluated that the Debtor is totally 
unclosed to the transaction's topic, a warning will be 
raised.  

Table 1: Application of Detection Criteria. 

Misuse 
Cases 

vs 
Detection 
Criteria 

 
Geo. 

Incoh. 

 
Interests 

Incoh. 

 
Freq. 
Incoh. 

 
Credit. 
Reliab. 

Misuse 
Case 1 

   

Misuse 
Case 2 

   

Misuse 
Case 3 

   

Misuse 
Case 4 

   

 

Table 1 shows how the proposed Detection Criteria 
can be used to recognize the misuse cases described 
at Sec.5.  

7 CONCLUSIONS 

In this paper we discussed of the new SEPA Direct 
Debit standard adopted by the European Union to 
transfer funds within its economic area. From an in 
depth study of the Direct Debit process, many safety 
risks for user’s money emerged. In this context, only 
a strong understanding of the fraud strategies can 
indicate the best countermeasures. Our work, 
starting from real SDDs data, presented an analysis 
of emerging attack patterns against Direct Debit 
transactions, it has categorized them in misuse cases 
and defined four Detection Criteria. The 
classification is been conducted in order to ensure a 
high detection rate and a low occurrence of false-
positives. Our goal is to develop a tool that 
recognizes possible ongoing attacks through real 
time analysis (Ficco, 2011) (Romano, 2010) and the 
continuous monitoring of the SDDs data flow 

(Cicotti, 2015) (Cicotti, 2012). Such a tool will 
provide a support service, by means of the Software 
as a Service (SaaS) paradigm (Ficco M, 2012) 
(Ficco, 2012), to the fraud analyst. The tool will be 
also provided with a powerful Human Machine 
Interface (HMI) specifically designed to support Big 
Data analytics for fraud detection (Coppolino, 
2015). 
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Abstract: This paper reports on ongoing work regarding interactive 3D visualization of large scale data centres in the 
context of Big Data and data centre infrastructure management. The proposed approach renders a virtual area 
of real data centres preserving the actual arrangement of their servers and visualizes their current state while 
it notifies users for potential server anomalies. The visualization includes several condition indicators, updated 
in real time, as well as a color-coding scheme for the current servers’ condition referring to a scale from 
normal to critical. Furthermore, the system supports on demand exploration of an individual server providing 
detailed information about its condition, for a specific timespan, combining historical analysis of previous 
values and the prediction of potential future state. Additionally, natural interaction through hand-gestures is 
supported for 3D navigation and item selection, based on a computer-vision approach.

1 INTRODUCTION 

Big data analysis is at the centre of modern science 
and business (Eaton et al. 2012). On the other hand, 
the need for additional storage space due to the 
massive growth of the data volume (Schneider 2012) 
has resulted into the expansion of existing data 
centres. 

High quality and reliable services are essential for 
the data centres. Any potential issues that may arise 
should be dealt with as soon as possible in order to 
eliminate, or at least minimize, the downtime of 
servers. The increasing dependency on the reliability 
and responsiveness of systems and services requires 
continuous and real-time monitoring, creating the 
need for real-time rich interactive visualizations that 
assist data centre experts. 

Additionally, several approaches successfully 
manage to not only identify problems, but also to 
reason on the cause of the issues and predict future 
behaviours. Such examples include Root Cause 
Analysis, comprising many different tools, processes 
and philosophies, and Data Centre Predictive 
Modelling (Moore, Chase and Ranganathan, 2006), 
forecasting the performance of a data centre into the 
future respectively. 

Data centre infrastructure management consists 
an integral part of Big Data, as this sector provides 
the means for supporting Big Data storage, retrieval 
and monitoring as a whole. Although much work 
exists in literature regarding both Big Data 
visualization (LaValle et al., 2011) and (Keim et al., 
2013) and data centre infrastructure management 
(Moore et al., 2005), (Moore et al.,2006) and (Harris 
and Genq, 2015), limited research targets the 
direction of visualizing the state of the data centres. 
Several indicators exist that can provide insights of 
the current state of each server, such as CPU usage, 
power consumption, network load, etc. A major issue 
for data centre infrastructure management involves 
real-time monitoring of the existing facilities. In this 
context, this paper addresses the need for an intuitive, 
rich and adaptable visualization of all the hardware 
and software components that exist in a data centre. 

Maintenance of Big Data infrastructure involves 
providing continuous monitoring and troubleshooting 
any potential issues that may arise (such as hardware 
inefficiencies) as soon as possible. The growth of data 
volumes results into the further expansion of data 
centres, and consequently, the addition of further data 
servers. Potential issues may either be resolved 
remotely or physically on site; in any case, the first 
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step of solving a problem is identifying it. This fact 
adds up to the complexity of locating the area of 
interest instantly, a process which is solved within 
minutes only in 26% of the cases (Cole, 2012). 

The proposed approach aims at creating an 
adaptive, multi-purpose system which is able to allow 
database experts to manage a data centre effectively 
and efficiently. To this end, the system employs a 
three-dimensional virtual environment to visualize 
the data centre and supports gesture-based 
interaction. The innovative aspects that enhance the 
visualization of the data centre layout include the 
notification of problematic units, the on-demand 
exploration of server details and the historical 
overview of past values. 

Furthermore, this approach aims at generating a 
self-explanatory environment which will minimize 
the need for training users. To achieve this goal, the 
proposed approach focuses on providing a virtual 
environment of large-scale data centres that is very 
close to the real ones, realising in this way procedures 
for identifying and addressing a problem similar to 
those procedures that are followed by the experts on 
site. Moreover, it introduces alternative ways of 
interaction, based on hand gestures, facilitating thus 
different scales of installations, from a desktop 
monitor to the very large screens of a situation room.  

In this context, the proposed work aims to fill-in 
the gap of innovative real-time data centre 
infrastructure visualization and management in the 
context of Big Data. Furthermore, the method 
combines state-of-the-art 3D visualization techniques 
and gestural interaction. In the following sections, 
this paper reports on the work presented in literature 
in the related areas of research, presents the proposed 
approach in terms of system design, interaction and 
data storage/retrieval, gesture-based interaction and 
finally outlines conclusions and potential future 
directions of interest. 

2 RELATED WORK 

Data centre infrastructure management heavily 
involves finding the optimal architecture by 
identifying imbalances in the existing setups. The 
work presented by (Moore et al. 2005) analyses 
existing facilities’ performance data, as well as 
workload playback methods. Furthermore, data 
centres’ impact to the environment is a subject of 
research in terms of energy consumption (Andrae and 
Edler, 2015), workload distribution and isolation 
(Sfakianakis et al., 2014) and data centre network 
virtualization.  

3D visualizations exist in various forms in 
literature due to their ability to display increased 
information at a glance. The authors of (Reda et al., 
2013) apply 3D visualization in hybrid-reality 
environments in order to visualize large 
heterogeneous data.  

Regarding real space visualization, literature 
mainly contains work focusing on dissimilar 
simulated areas, such as architecture (Koutamanis, 
2000), homes (Lozada and De la Rosa, 2014) and 
(Lazovik et al., 2009), and industrial setups (Lawler, 
2010) and (Chen, 2012). Lawler focuses on creating 
a toolkit to improve performance using a packaging 
line as a case study, while Chen emphasises on floor 
area reduction and visual management. The technique 
of color-coding is widely adopted in literature (Ware, 
2012) and especially in the case of visualizing 
complex information which can be categorised 
(Gölitz et al., 2013) and (Kriglstein et al., 2013). 

As far as gestural interaction is concerned, hand 
gesturing is an approach widely adopted in literature 
as a straightforward, intuitive and easy to memorise 
interaction method. According to Aggarwal 
(Aggarwal and Ryoo, 2011) gestures are defined as 
elementary movements of a person’s body part, most 
commonly involving the hands, arms, face, head, 
defining the expressive atomic components that 
describe the meaningful motion of a person. Gestural 
interaction is both applied in the air (Drossis et al., 
2013) and (Ren et al., 2013) and using touch (Valdes 
et al., 2014). Computer vision based hand gesture 
tracking allows interaction in a similar manner to 
every day human to human communication without 
the burden of actually coming to physical contact 
with any object. Despite the considerable research 
efforts and advances, hand-based gesture recognition 
and incorporation in interaction remains a 
challenging task. 

The presented work aims to address new aspects 
that have emerged with the vast inflation of data 
centres, as a result of the need for very large scale 
infrastructures accommodating big data and cloud 
services. To this end, the proposed approach extends 
existing approaches for data centres’ monitoring, by 
providing a more realistic visualization combined 
with natural interaction. 

3 SYSTEM DESIGN 

The Data Centre 3D Visualization application aims at 
helping data centre experts to get an intuitive 
overview of a specific data centre room, regarding its 
current condition. Additionally, the application 
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facilitates inspection of the racks and servers by the 
users and warns them, in an intuitive manner, about 
situations that need further investigation, such as an 
anomaly regarding a particular set of servers that may 
bring to surface malfunctions or degraded operation. 
Taking into account the various potential contexts of 
use, ranging from an office to a control room, the 
application is able to be deployed in a laptop or a PC, 
featuring interaction with the mouse, as well as in 
large displays, with gestures.  

 
Figure 1: Main Scene view. 

3.1 3D Overview 

The main screen of the Data Centre 3D Visualization 
application, which comprises a virtual representation 
of a data centre room and the basic interactive UI 
components (e.g., navigation buttons) is depicted in 
Figure 1. All the servers of the room are grouped and 
displayed as 3D racks according to their physical 
location in space. Each rack may contain at most 40 
units, each displayed as a slice with a specific colour, 
annotating its current condition [Figure 6Figure 3]. 
Overall, the virtual data centre room is constructed as 
a grid in the 3D space. The virtual environment that 
encloses the scene is spherical and the servers’ grid is 
placed in the centre, so that users can have a 360 
degrees overview.  

The application provides details and insights of 
the displayed data centre room through its intuitive 
user interface. In more details, at the left side of the 
application’s viewport a menu of five components is 
displayed, highlighting elementary values of the data 
centre’s servers such as temperature, CPU load, 
power consumption, network Bytes In/Out, Disk I/O 
[Figure 1]. Upon the selection of one of these values, 
the visualized information of the data centre is 
updated accordingly, representing the current status 
for the selected characteristic. This way, the users are 
able to instantly switch between different server 
characteristics and correlate the displayed state of the 

data centre with specific server characteristics (e.g., 
CPU Load and Power Consumption: usually, a high 
CPU Load is expected to result into a higher power 
consumption).  

Furthermore, the application provides historic 
information of the data centre state by allowing users 
to select the date and time of the information that is 
visualized. Upon the selection of a time frame, all the 
servers update their values accordingly. If the 
selection is performed in the close-up view of a rack, 
then additional options are provided in order to 
present the history of the selected unit [Figure 3].  

 
Figure 2: [Left] Visualization Μenu Οptions, [Middle-Up] 
Scene Sparseness Filtering, [Middle-Down] Date Time 
Filtering, [Right] Displayed Unit Colours Filtering. 

In addition, the system offers filtering and 
arrangement options [Figure 2], allowing users to 
manipulate the information provided and focus on 
specific aspects of the data centre. In more details, 
filtering according to the state of the displayed servers 
(color-coded) allows exclusion of elements which are 
not in the field of the user’s interest, resulting in a 
comprehensible and clear view of the available 
information (e.g., the user can easily view all the 
servers in critical state). On the other hand, 
arrangement according to the level of  sparseness  of  

 
Figure 3: Close-up state shows the units of the selected rack 
and focuses on the "worst" one, with number 33. On the left 
the UI-information for this unit and on the right the line 
charts for the specified history. 
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the data centre, aids in defining the view of the data 
centre (e.g., the servers can be densely placed in order 
to provide an overview of the data centre or sparsely 
so as to facilitate inspection of server values in detail 
over specific areas of the data centre room). 

3.2 Navigation 

Navigation in the scene is accomplished through an 
orbit virtual camera providing, in this way, different 
levels of details. For example, if the camera moves 
forward then the scene focuses towards a particular 
server (zoom in) and the user gets a closer and 
detailed view of the server details and its units. On the 
other hand, if the camera moves away (zoom out) 
then the user gets the whole picture of the data centre. 
Furthermore, the camera can also move left and right 
to provide a better view of all the sides of the data 
centre.  Upon the selection of a specific rack, the 
camera zooms into it, allows moving up or down to 
focus on a specific unit, and explore the provided 
information.  

3.3 Close-up View 

Investigation of a rack is achieved by either using the 
controls at the bottom of the screen or performing 
appropriate hand gestures. This view [Figure 3] is 
used for inspecting information on a per-server level, 
displaying the current values of the server’s attributes 
(e.g., temperature, CPU load, etc.) along with line 
charts. Any of these charts can be enlarged on users’ 
request, in order to provide a more detailed view. The 
close-up view of a rack provides up-down navigation 
to the user for selecting a particular unit. When the 
user does so, the current values of the selected unit 
are illustrated on the left side of the screen, while 
history values are depicted as line charts on the right 
side. On top of the screen, there are two sliders: the 
displayed timestamp slider and the time window 
slider. The first slider provides the ability to the user 
to select a past time value for the selected unit in order 
to investigate its previous states. The time window 
slide sets the size of the time frame used for the 
calculation of the visualization of the mean values 
illustrated by the charts. For instance, if a user 
increases the value of the time window slider then 
he/she increases the timespan over the means of 
previous unit’s values are estimated and displayed, 
getting in this way a broader view of the unit’s history. 

3.4 Anomaly Detection Visualization 

The purpose of the 3D data centre visualization  is  to 

provide a real-time view of a data centre and to 
facilitate the efficient handling of a critical situation 
when it is turned up.  Therefore, the system provides 
a mechanism that supports the representation of 
anomaly detections regarding the temperature or 
power consumption. When a problematic unit is 
detected, then the colour of the rack that contains this 
unit changes to red and a notification message pops-
up above it, displaying a short description of the 
problem and the unit’s number [Figure 4].  

 
Figure 4: Upon anomaly detection, the server has changes 
colour accordingly (red). 

3.5 Interaction Techniques 

The application supports mouse-based and gesture-
based interaction, aiming to address the potential 
contexts of use, i.e., a typical desktop environment 
and a control room. 

3.5.1 Mouse-based Interaction 

The interactive elements of the scene include both the 
server racks and the server units. Upon mouse 
hovering a server rack, a notification pops-up 
presenting basic information (i.e., the rack’s id, the 
room it is located in, and its coordinates in the room, 
if the unit is in critical state). If the user clicks on a 
specific rack, the scene changes to a close-up view, 
the camera zooms in towards the selected rack and 
specifically displays the unit of the rack which is in 
the “worst situation”, and which defines the criticality 
level of the server [Figure 3]. While in close-up view, 
the user can select a specific unit of a rack, through a 
mouse click. Then, at the right side of the rack, four 
different line charts are displayed, illustrating the 
history of the selected unit, as already discussed in 
section “Close-up View”. If the user hovers the 
mouse pointer over a specific chart, then the chart 
expands in order to display a better view of the unit’s 
history and its temporal evolution [Figure 5].  
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Figure 5: Maximized chart on mouse over the interactive 
item at the right screen side. 

In addition, aiming to facilitate users’ navigation in 
the 3D environment, a navigation tool has been 
developed, through which the view of the camera is 
controlled [Figure 6]. This component comprises four 
navigation buttons for moving the camera forward, 
backward, left and right, as well as a minus and a plus 
button for camera zoom out and in accordingly. These 
buttons are triggered on hover. For example, as long as 
the mouse pointer hovers the up arrow button the 
camera moves forward. The navigation component 
changes when a rack is selected and the scene switches 
to the close-up view. In this state, the navigation 
buttons provide only the up or down functionality since 
the server’s units are stacked vertically on the rack. 
Furthermore, there is an exit button in order allowing 
users to return to the full scene view. 

 
Figure 6: Camera navigation tools. 

3.5.2 Gesture-based Interaction 

In order to make the interaction more natural and 
friendly to the user, especially when the system is 
deployed in a large-screen setting, gesture-based 
interaction is supported. The current version supports 
a small vocabulary of gestures that enable users’ 
interaction with the 3D scene using a cursor metaphor 
(hand-mouse).  

In more details, through a hand tracking 
mechanism, the user’s movements are filtered and a 
mouse event emulator is raised and listens to the 
incoming events that correspond to the user’s moves. 
As a result, when the user moves his right hand in the 
space in front of him, the mouse moves accordingly 

in the scene [Figure 7]. In order to select an 
interactive element the user has to raise his left hand 
and open the palm, showing at the same time with his 
right hand the component that he wants to select. 

 
Figure 7: Gesture-based interaction. 

Future versions of the application will support 
gesture-based interaction through a larger vocabulary 
of intuitive gestures (e.g., move hands apart for 
zooming in). Nevertheless, the hand-mouse metaphor 
will continue to be supported, as it is an easy-to-learn 
interaction modality for first-time users of gesture-
based interaction.  

4 DATA STORAGE AND 
RETRIEVAL 

4.1 Input Data and Analysis 

In order to create the scene layout and fill in the server 
racks and the corresponding units with their values, a 
mechanism has been implemented to parse an input 
file (.csv format) and to retrieve all the data written in 
it, analyse it - if needed - and create the necessary data 
structures in memory for information representation 
of the scene data elements.   

 
Figure 8: Input CSV file format. 

Each line of the file features comma-separated 
values providing information for a specific unit of a 
server of a room in a specific Date and Time. The 
comma-separated values represent information 
regarding the temperature of the server, its CPU load, 
power consumption, network bytes in/out and Disk 
I/O. The parsing of the file is based on the specific 
format of each line, as shown in Figure 8. For 
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example, “1410768000, RA_A24_8, 0.83,48180, 
34080, 810180, 64.6, 344” reports that: 

 1410768000 is the Date Time (long) 
 RA_A24_8 the information refers to Room A, 

for the server which is located in Row A, 
Column 24 and the unit for which the data in 
this line refer to is the 8th. 

 0.83 is the CPU load in the specific timestamp  
(float) 

 48180 are the Network Bytes In for the 
specific timestamp  (long) 

 34080 are the Network Bytes Out for the 
specific timestamp  (long) 

 810180 is the Disk Input/Output for the 
specific timestamp  (long) 

 64.6 is the temperature load for the specific 
timestamp  (float) 

 344 is the power consumption for the specific 
timestamp  (integer) 

The data provided in the input file is used to 
populate the data structures that are required to 
visually represent the aforementioned information in 
the 3D scene. In more details, the following data 
structures are used:  (a) a server-description structure, 
featuring the room in which the server is stored, the 
position of the server in the grid layout, and the units 
of the server, (b) a unit-description structure, which 
involves all the unit values that have been explained 
above (CPU load, network bytes in, network bytes 
out, disk I/O, temperature, power consumption), as 
well as the timestamp information. 

4.2 Scene Creation 

Apart from the data structures needed, a scene 
generator has been created in order to visualize the 
data according to the information stored in the file. 
The scene generator asynchronously creates all the 
3D racks with their units and all the coloured values 
in them and places them according to their positions 
given in the input file for the specific room. As 
illustrated in Figure 1 and explained in section “Input 
Data and Analysis”, positions are defined by rows and 
columns, which is an easy to understand and effective 
way to visually map them in the scene as a grid with 
the corresponding rows and columns. 

4.3 Real-time Communication 

Information regarding the servers’ state is acquired in 
real time, both in terms of raw data (such as 
temperature, CPU usage, etc.) and in terms of 
anomalies. Information retrieval is accomplished by 

automatic anomaly detection and root cause analysis 
CEP Operators, which is part of a system developed 
in the context of the LeanBigData FP7 project 
[LeanBigData, 2014-2017]. The data currently 
provided comes from recorded datasets, while 
ongoing work involves the provision of real-time 
information. The communication is implemented 
using REST API endpoints and provides both current 
and previous values for any given server. 

5 GESTURE-BASED 
INTERACTION 

For supporting gesture based interaction a framework 
has been implemented based on the approach 
discussed in (Michel et al., 2014). The adopted 
framework encompasses a collection of techniques 
that enable robust, real-time and efficient gesture 
recognition based on visual information acquired by 
an RGBD camera. The framework encompasses hand 
detection, hand tracking, hand posture recognition 
and hand gesture recognition processes and interprets 
the recognized hand gestures to windows native 
mouse events, acting as a Human Interface Device 
(HID). To this end, it can be installed on any 
computer with windows operating system, providing, 
in a transparent way, gesture – based interaction to 
any windows application.  

The employed gestural vocabulary is composed of 
three different classes of physical hand-arm actions.  

Mouse Button Press: The case of a mouse button 
press is recognised if the posture of a tracked hand 
changes from “closed hand” to “open hand” and the 
“open hand” posture is maintained for a number of 
consecutive frames.  

Mouse Button Release: The case of a mouse 
button release is recognized if the posture of a tracked 
hand changes from “open hand” to “close hand” and 
the “closed hand” posture is maintained for a number 
of consecutive frames.  

Cursor Move: A hand has a posture that is 
classified as “index up”. Then, the 2D projection of 
its centroid in the image plane as it moves around, 
defines the x-y coordinates of the mouse cursor in the 
application area.  

6 CONCLUSIONS AND FUTURE 
DIRECTIONS 

The work presented in this paper attempts to combine 
innovative, state-of-the-art technologies in the fields 
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of Big Data anomaly detection, information 
visualization and computer vision gesture 
recognition, in order to deal with visualization needs 
for Big Data and data centre infrastructure 
management. 

The proposed approach primarily deals with the 
monitoring and the intuitive display of existing data 
centres’ information, using their actual layout, in 
order to inform data centre experts about the servers’ 
current state and assist navigation in actual space. The 
proposed approach takes advantage of 3D rendering, 
providing seamless transition from the data centre’s 
overview to on-demand specific server information. 

Finally, the presented work is designed not only to 
suit traditional desktop interaction but also to support 
natural interaction by employing gesture-based 
interaction. 

Future work involves enriching the gestural 
vocabulary and conducting an in-depth qualitative 
and quantitative evaluation, in order to assess the 
system’s usability, scalability and the overall user 
experience. Another challenging issue upon which 
further research can be directed is the ability to 
incorporate the visualization of relationships between 
servers in the system. 

Finally, this work aims to act as a starting point 
for developing a complete framework for Big Data 
Infrastructure Management. Due to the nature of Big 
Data, a plethora of information exists that is 
significant and meaningful for data centre experts, 
constituting a very demanding area in the 
interdisciplinary domain of 3D Graphics, Human-
Computer Interaction and Visual Big Data Analytics. 
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Abstract: In this paper we present a SOA (Service Oriented Architecture)-based platform, enabling the retrieval and 
analysis of big datasets stemming from social networking (SN) sites and Internet of Things (IoT) devices, 
collected by smart city applications and socially-aware data aggregation services. A large set of city 
applications in the areas of Participating Urbanism, Augmented Reality and Sound-Mapping throughout 
participating cities is being applied, resulting into produced sets of millions of user-generated events and 
online SN reports fed into the RADICAL platform. Moreover, we study the application of data analytics 
such as sentiment analysis to the combined IoT and SN data saved into an SQL database, further 
investigating algorithmic and configurations to minimize delays in dataset processing and results retrieval. 

1 INTRODUCTION 

Modern cities are increasingly turning towards ICT 
technology for confronting pressures associated with 
demographic changes, urbanization, climate change 
(Romero Lankao, 2008) and globalization. 
Therefore, most cities have undertaken significant 
investments during the last decade in ICT 
infrastructure including computers, broadband 
connectivity and recently sensing infrastructures. 
These infrastructures have empowered a number of 
innovative services in areas such as participatory 
sensing, urban logistics and ambient assisted living. 
Such services have been extensively deployed in 
several cities, thereby demonstrating the potential 
benefits of ICT infrastructures for businesses and the 
citizens themselves. During the last few years we 
have also witnessed an explosion of sensor 
deployments and social networking services, along 
with the emergence of social networking (Conti et 
al., 2011) and internet‐of‐things technologies (Perera 
et al., 2013; Sundmaeker et al., 2010). Social and 
sensor networks can be combined in order to offer a 

variety of added‐value services for smart cities, as 
has already been demonstrated by various early 
internet‐of‐things applications (such as WikiCity 
(Calabrese et al., 2007), CitySense (Murty et al., 
2007), GoogleLatitude (Page and Kobsa, 2010)), as 
well as applications combining social and sensor 
networks (as for example provided by (Breslin and 
Decker, 2007; Breslin et al., 2009) and (Miluzzo et 
al., 2007). Recently, the benefits of social 
networking and internet‐of‐things deployments for 
smart cities have also been demonstrated in the 
context of a range of EC co‐funded projects 
(Hernández-Muñoz et al., 2011; Sanchez, 2010).  

Current Smart City Data Analysis implies a wide 
set of activities aiming to turn into actionable data 
the outcome of complex analytics processes. This 
analysis comprises among others: i) analysis of 
thousands of traffic, pollution, weather, waste, 
energy and event sensory data to provide better 
services to the citizens, ii) event and incident 
analysis using near real-time data collected by 
citizens and devices sensors, iii) turning social 
media data related to city issues into event and 
sentiment analysis , and many others. Combining 
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data from physical (sensors/devices) and social 
sources (social networks) can give more complete, 
complementary data and contributes to better 
analysis and insights. In overall, smart cities are 
complex social systems and large scale data 
analytics can contribute into their sustainability, 
efficient operation and welfare of the citizens.   

Motivated by the modern challenges in smart 
cities, the RADICAL approach (RADICAL, 2016) 
opens new horizons in the development, deployment 
and operation of interoperable social networking and 
Internet of Things services in smart cities, notably 
services that could be flexibly and successfully 
customized and replicated across multiple cities. Its 
main goal is to provide the means for cities and 
SMEs to rapidly develop, deploy, replicate, and 
evaluate a diverse set of sustainable ICT services 
that leverage established IoT and SN infrastructures. 
Application services deployed and piloted involve: i) 
Cycling Safety Improvement, ii) Products Carbon 
Footprint Management, iii) Object‐driven Data 
Journalism, iv) Participatory Urbanism, v) 
Augmented Reality, vi) Eco‐ consciousness, vii) 
Sound map of a city and viii) City-R-Us: a 
crowdsourcing app for collecting movement 
information using citizens smartphones.   

The RADICAL platform is an open platform 
having as added value the capability to easily 
replicate the services in other smart cities, the ability 
to co-design services with the involvement of cities' 
Living Labs, and the use of added value services that 
deal with the application development, the 
sustainability analysis and the governance of the 
services.  

The RADICAL approach emphasizes on the 
sustainability of the services deployed, targeting 
both environmental sustainability and business 
viability. Relevant indicators (e.g., CO2 emissions, 
Citizens Satisfaction) are established and monitored 
as part of the platform evaluation. End users 
(citizens) in modern smart cities are increasingly 
looking for media‐rich services offered under 
different space, context, and situational conditions. 
The active participation and interaction of citizens 
can be a key enabler for successful and sustainable 
service deployments in future cities. Social networks 
hold the promise to boost such participation and 
interaction, thereby boosting participatory connected 
governance within the cities. However, in order to 
enable smart cities get insight information on how 
citizens think, act and talk about their city it is 
important to understand their opinion and sentiment 
polarity on issues related to their city context. This is 
where sentiment analysis can play a significant role. 

As social media data bring in significant Big Data 
challenges (especially for unstructured data streams) 
it will be important to find effective ways to analyse 
sentimentally those data for extracting value 
information and within specific time windows.   

This paper has the following contributions: 
 Innovative smart city infrastructure for 

uniform social and IoT big data aggregation 
and combination. 

 Comperative study over Sentiment Analysis 
techniques efficiency, to reduce record, 
retrieval, update and processing time. 

 A novel technique for n-grams storage and 
frequency representation in the context of 
big data Sentiment Analysis. 

The rest of the paper is structured as follows: 
Section 2 gives an overview of related and similar 
works that can be found in the international 
literature and in projects funded by the European 
Commission. Section 3 presents the RADICAL 
architecture and approach. Section 4 presents details 
about the Sentiment Analysis problem and related 
experiments, while in section 5 we provide the 
future work to be planned in the context of 
RADICAL and the conclusions we have come into. 

2 RELATED WORK 

Recently, various analytical services such as 
sentiment analysis found their way into Internet of 
Things (IoT) applications. With the devices that are 
able to convey human messages over the internet 
meeting an exponential growth, the challenge now 
revolves around big data issues. Traditional 
approaches do not cope with the requirements posed 
from applications for analytics in e.g. high velocity 
rates or data volumes. As a result, the integration of 
IoT with social sensor data put common tasks like 
feature extraction, algorithm training or model 
updating to the test. 

Most of the algorithms are memory-resident and 
assume a small data size (He et al., 2010) and once 
this threshold is exceeded, the algorithms’ accuracy 
and performance degrades to the point they are 
useless. Therefore even if we focused solely on 
volume challenges, it is intuitively expected that the 
accuracy of the supervised algorithms will be 
affected. An attempt from (Liu et al., 2013) to use 
Naïve Bayes in an increasingly large data volume, 
showed that a rapid fall of the algorithms accuracy is 
followed by a continuous, smooth increase 
asymptotically tending from the lower end to the 
baseline (best accuracy under normal data load). 
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Rather than testing the algorithm’s limitations, 
most of the other approaches are focusing on 
implementing parallel and distributed versions of the 
algorithms such as (He et al., 2010; Read et al., 
2015). In fact most of them rely on the Map-Reduce 
framework so as to achieve high throughput 
classification (Amati et al., 2014; Sakaki et al., 
2013; Wang et al., 2012; Zhao et al., 2012) whereas 
a number of toolkits have been presented with 
implementations of distributed or parallel versions 
of machine learning algorithms such as (“Apache 
Mahout: Scalable machine learning and data 
mining,”, “MEKA: A Multi-label Extension to 
WEKA,”; Bifet et al., 2010). While these solutions 
put most of the emphasis in the model and the 
optimization of the classification task in terms of 
accuracy and throughput, there is a rather small body 
of research dealing with the problem of feature 
extraction in high pace streams. The standard 
solution that is considered is the use of a sliding 
window and the application of standard feature 
extraction techniques in this small set. In cases 
where the stream’s distribution is variable, a sliding 
window kappa-based measure has been proposed 
(Bifet and Frank, 2010). 

As reported in (Strohbach et al., 2015), another 
domain of intense research in the area of scalable 
analytics is for an architecture that combines both 
batch and stream processing over social and IoT data 
while at the same time considering a single model 
for different types of documents (e.g. tweets Vs 
blogposts). Sentiment analysis is a typical task that 
requires batch modeling in order to generate the 
golden standards for each of the classes. This 
process is also the most computationally intense, as 
the classification task itself is usually a CPU bound 
task (i.e. run the classification function). In a data 
streaming scenario the golden standards must be 
updated in a batch mode, whereas the feature 
extraction and classification must take place in real 
time.   

Perhaps the most prominent example of such an 
architecture is the Lambda Architecture (Marz and 
Warren, 2015) pattern which solves the problem of 
computing arbitrary functions on arbitrary data in 
realtime by combining a batch layer for processing 
large scale historical data and a streaming layer for 
processing items being retrieved in real time from an 
input queue or analytics in e.g. high velocity rates or 
data volumes. As a result, the integration of IoT with 
social sensor data put common tasks like feature 
extraction, algorithm training or model updating to 
the test. 

3 THE RADICAL APPROACH  

The RADICAL platform integrates components and 
tools from (SocIoS, 2013) and (SmartSantander, 
2013) projects, in order to support innovative smart 
city services, leveraging information stemming from 
Social Networks (SN) and Internet of Things 
devices. Using the aforementioned tools, it can 
collect, combine, analyze, process, visualize and 
provide uniform access to big datasets of Social 
Network content (e.g. tweets) and Internet of Things 
information (e.g. sensor measurements or citizen 
smartphone reports).  

The architecture of the RADICAL platform is 
depicted in Figure 1. As can be observed, all IoT 
data are pushed into the platform through the 
respective Application Programming Interfaces (IoT 
API and Repository API) and are forwarded to the 
RADICAL Repository, comprised by a MySQL 
database, formed based on the RADICAL Object 
Model.  The device-related data, as dictated by this 
object model, are saved in the form of Observations 
and Measurements. Observations correspond to 
general IoT events reported (e.g. a sensor report or 
bicycle "check-in" event), while Measurements to 
more specific metrics included in an Observation 
(e.g. Ozone measurements (mpcc) or bicycle current 
speed (km/h)). On the other hand, SN data are 
accessed in real time from the underlying SN 
adaptors, by communicating with the respective 
Networks’ APIs. In cases of Social Networks like 
Foursquare that provide plain venues and statistics, 
the adaptor-like data structures do not make sense, 
thus relevant Social Enablers are used to retrieve 
venue-related information data. 

 On top of the main platform, RADICAL 
delivers a set of tools (Application Management 
layer) that allow end users to make better use of the 
RADICAL platform, such as configuring the 
registered IoT devices or extracting general activity 
statistics, through the RADICAL Configuration API. 
Lastly, the RADICAL Data API allows smart city 
services to access the different sources of 
information (social networks, IoT infrastructures, 
city applications), combine data and perform data 
analysis by using the appropriate platform tools. 

As can be seen in the Service Application Layer, 
in the context of RADICAL a wide range of Smart 
City services of various scopes has been developed: 
 Citizen Journalism and Participatory 

Urbanism: Those two interrelated services 
allow citizens reporting events of interest in 
the city, by posting images, text and metadata 
through their smartphones. 
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Figure 1: RADICAL Platform Architecture. 

 Cycling Safety: Cyclists, acting as human 
sensors can report the situation in the city 
streets through their smartphones. 

 Monitoring the Carbon Footprint of 
Products, People and Services: By using a 
range of sensors, the CO2 emissions in 
specific places in a city may be monitored. 

 Augmented Reality in Points of Interest 
(POI): Tourists use their smartphones to 
identify and receive information about points 
of interest in a city. 

 Propagation of Eco-consciousness: 
Leverages on the viral effect in the 
propagation of information in the social 
networks as well as the recycling policy of a 
city, through monitoring and reporting 
relevant actions on citizens' smartphones. 

 Social-orientated Urban Noise Decibel 
Measurement Application: Noise sensors are 
employed throughout the city and citizens are 
able to report and comment noise-related 
information through SNs under a hashtag. 

 City Reporting Application for the use of 
Urban Services: This service gathers sensory 
data along with SN check-ins in city venues, 
to construct a traffic map throughout the city, 
leveraging the process load of anycentralized 
decision making process. 

 

The aforementioned services are piloted in six 
European participating cities: Aarhus, Athens, 
Genoa, Issy les Moulineaux, Santander and the 
region of Cantabria. Figure 2 illustrates a screenshot 
example of the RADICAL Cities' Dashboard, where 
general statistics on device registration and activity 
for a service throughout different cities in a specific 
time period is provided. In overall, during the last 
pilot iteration, RADICAL Repository had captured a 
total of 5.636 active IoT devices sending 728.253 
Observations and 5.461.776 Measurements. 

Most of the services above depend on the 
aggregation of those IoT data with social data 
stemming from online Social Network sites. E.g. in 
the Participatory Urbanism service, citizens' reports 
sent through smartphones and saved in RADICAL 
Repository are combined with relevant tweets (under 
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Figure 2: RADICAL Cities Dashboard presents smartphone registrations and measurements for the AR service in the cities 
of Santander and Cantabria over a period. 

that can be collected from similar SNs. 
Thus, given the size of the datasets acquired by 

smart city services, along with the rich social media 
content that can be retrieved through the RADICAL 
platform adaptors, big data aggregation and analysis 
challenges arise. Data Analysis tools are the ones 
that further process the data in order to provide 
meaningful results to the end user, i.e. Event 
Detection or Sentiment Analysis.  

When it comes to Big Data, as in the RADICAL 
case, where millions of user-reported events are 
aggregated along with millions of SN posts and an 
extraction of general results is required, the 
challenge accrued is two-fold: First, the tool must 
ensure the accuracy of the analysis, in the sense that 
data classification is correct to a certain and 
satisfactory extent, and second, processing time 
must be kept under certain limits, so that results 
retrieval process delay is tolerable by end-users. 
Moreover, it is apparent in such analysis that a trade-
off between effectiveness and efficiency exists. The 
latter is a most crucial issue in Big Data analysis and 
apart from the policy followed in data querying (e.g. 
for queries preformed in an SQL database), it is also 
related to the algorithmic techniques employed for 
analysing those datasets. 

In the context of this work, we focus on the 
Sentiment Analysis on the big IoT and SN related 
datasets of RADICAL, as this was the most popular 
functionality among participating cities and almost 

all of the RADICAL Smart City services presented 
above make use of it. The goal of the Sentiment 
Analysis service is to extract sentiment expressive 
patterns from user-generated content in social 
networks or IoT-originated text posts. The service 
comes to the aid of the RADICAL city 
administrators, helping them to categorize polarized 
posts, meaning sentimentally charged text, e.g. 
analyse citizens’ posts to separate subjective from 
objective opinions or count the overall positive and 
negative feedback, concerning a specific topic or 
event in the city. 

4 SENTIMENT ANALYSIS 
EXPERIMENTS AND 
PERFORMANCE 
IMPROVEMENT 

4.1 Introduction 

The term Sentiment Analysis refers to an automatic 
classification problem. Its techniques are trying to 
distinguish between sentences of natural language 
conveying positive (e.g. happiness, pride, joy), 
negative (e.g. anger, sadness, jealously) or even 
neutral (no sentiment texts like statements, news, 
reports)emotion (called sentiment for our purposes) 
(Pang et al., 2002).  
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A human being is capable of understanding a 
great variety of emotions from textual data. This 
process of understanding is based on complicated 
learning procedures that we all go through while 
using our language as a means of communication, be 
it actively or passively. It requires imagination and 
subjectivity in order to fully understand the meaning 
and hidden connections of each word in a sentence, 
two things that machines lack. 

The most common practice is to extract 
numerical features out of the natural language 
(Godbole et al., 2007). This process translates this 
complex means of communication into something 
the machine can process. 

4.2 Natural Language Processing 

In order to process the natural language data, the 
computer has to take some pre-processing actions. 
These actions include the cleansing of irrelevant, 
erroneous or redundant data and the transformation 
of the remaining data in a form more easily 
processed. 

Cleansing the data has become a subjective task, 
depending on the purposes of each researcher and 
the chosen machine learning algorithms. The 
transformation of the sentences in another form now 
is clearly studied and each approach has some 
advantages and disadvantages. This paper will detail 
three approaches, two widely used and one that had 
some success in improving the accuracy of the 
algorithms: the bag of word, N-Grams and N-Gram 
Graphs (Aisopos et al., 2012; Fan and Khademi, 
2014; Giannakopoulos et al., 2008; Pang and Lee, 
2008). 

The bag of words approach is perhaps the most 
simple and common one. It regards each sentence as 
a set of words, disregarding their grammatical 
connections and neighbouring relations. It splits 
each sentence based on the space character (in most 
languages) and then forms a set of unrelated words 
(a bag of words as it is commonly called). Then each 
word in this bag can be disregarded or rated by a 
numerical value, in order to create a set of numbers 
instead of words. 

The N-Grams are a bit more complex. They also 
form a bag of words but now each sentence is split 
into pseudo-words of equal length. A sliding 
window of N characters is rolling on the sentence 
creating this bag of pseudo-words. For example if 
N=3 the sentence “This is a nice weather we have 
today!” will be split in the bag {‘Thi’, ‘his’, ‘is ’, ‘s 
i’, ‘ is’, ‘is ’, ‘s a’, ‘ a ’, ‘a n’, ‘ ni’, ‘nic’, ‘ice’, ‘ce ’, 
‘e w’, ‘ we’, ‘wea’, ‘eat’, ‘ath’, ‘the’, ‘her’, ‘er ’, ‘r 

w’, ‘ we’, ‘we ’, ‘e h’, ‘ ha’, ‘hav’, ‘ave’, ‘ve ’, ‘e t’, 
‘ to’, ‘tod’, ‘oda’, ‘day’, ‘ay!’}.  

This technique takes into regard the direct 
neighbouring relations by creating a continuous 
stream of words, it still ignores the indirect relations 
between words and even the relations between the 
produced N-Grams. Of course it is impossible to 
have a predefined set of numerical ratings for each 
one of these pseudo-words because each sentence 
and each N number (which is defined arbitrarily by 
the researcher) produces a different set of pseudo-
words (Psomakelis et al., 2014). So machine 
learning is commonly used to replace these words 
with numerical values and create sets of numbers 
which can be aggregated to sentence level. 

An improvement on that approach aims to take 
into consideration the neighbouring relations 
between the produced N-Grams. This approach is 
called N-Gram Graphs and its main concept is to  
create a graph connecting each N-Gram with its 
neighbours in the original sentence. So each node in 
this graph is an N-Gram and each edge is a 
neighbouring relation (Giannakopoulos et al., 2008). 
This approach gives a variety of new information to 
the researchers and to the machine learning 
algorithms, including information about the context 
of words, making it a clear improvement of the 
simple N-Grams (Aisopos et al., 2012). The only 
drawbacks are the complexity it adds to the process 
and the difficulties of storing, accessing and 
updating a graph of textual data. 

4.3 Dataset Improvements 

At the core of sentiment analysis is its dataset. We 
are gathering and employing bigger and bigger 
datasets in order to better train the algorithms to 
distinguish what is positive and what is negative. 
Classic storage techniques are proving more and 
more cumbersome for large datasets. ArrayLists and 
most Collections are adding a big overhead to the 
data so they are not only enlarging the space 
requirements for its storage but they are also 
delaying the analysis process. So new techniques for 
data storage and retrieval are needed, techniques that 
will enable us to store even bigger datasets and 
access them with even smaller delays. 

The most commonly used such technique is the 
Hash List (Fan and Khademi, 2014), which first 
hashes the data in a certain, predefined amount of 
buckets and then creates a List in each bucket to 
resolve any collisions. This method’s performance is 
heavily dependent on the quality of the hash 
function and its ability to equally split the data into 
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the buckets.  The target is to have as small lists as 
possible. That is the case because finding the right 
bucket for a certain piece of data is done in O(1) 
time but looking through the List in that bucket for 
the correct spot to store the piece of data is done in 
O(n) time where n is the number of data pieces in 
the List. 

Moreover, in Java which is the programming 
language that we are using, each List is an object 
containing one object for each data piece. All these 
objects create an overhead that is not to be ignored. 
In detail the estimated size that a hash list will 
occupy is calculated as:  

 

12	 	 B E ∗ 12 	 E ∗ 4
	 U ∗ N ∗ 2 72  

Equation 1: Size estimation of Hash List where N=NGram 
Length, U=Unique NGrams, B=Bucket Size, E=Empty 
Buckets. 

The constant values in Equations 1 and 2 are the 
approximated sizes of the used objects in bytes. The 
exact sizes depend on the java virtual machine used 
so they cannot be pre-calculated. The worst case for 
storage but best for access time is when almost each 
data piece has its own bucket. In this case, if S is the 
number of samples, for N=5, S=11881376, U=S, 
B=(26^N)*2,  E=11914220, we have a storage size 
of 1110 MB. The best case for storage but worse for 
access time is when all data pieces are in a small 
number of buckets, in big lists. In this case for N=5, 
S=11881376, U=1, B=(26^N)/2,  E=200610 we have 
a storage size of 23 MB. In an average case of N=5, 
S=11881376, U=7510766, B=26^N, E=2679046 we 
have 682 MB of storage space needed. The sample 
for the above examples was the complete range of 5-
Grams for the 26 lowercase English characters 
which are 26^5 = 11881376. 

Our proposed technique now, the one that we 
call Dimensional Mapping, has a standard storage 
space, depending only on the length of the N-Grams. 
The idea is to store only the weight of each N-Gram 
with the N-Gram itself being the pointer to where it 
is stored. That is achieved by creating an N-
dimensional array of integers where each character 
of the N-Gram is used as an index. So, in order to 
access the weight of the 5-Gram ‘fdsgh’ in the table 
DM we would just read the value in cell 
DM[‘f’][‘d’][‘s’][‘g’][‘h’]. A very simple mapping 
is used between a character and an integer: after a 
very strict cleansing process where we convert all 
characters in lowercase and discard all characters but 
the 26 in the English alphabet, we are just 
subtracting the ASCII value of ‘a’. Due to the serial 

nature of the characters that gives us an integer 
between 0 and 26 that we can use as an index. A 
more complex mapping can be used in order to 
include more characters or even punctuation that we 
now ignore. 

The Dimensional Mapping has a standard storage 
size requirement, dependent only on the length of 
the N-Grams as we mentioned before. The size it 
occupies can be estimated by the following formula: 

26 ∗ 4 26 ∗ 12  

Equation 2: Dimensional Mapping size estimation with N 
being the length of N-Grams. 

This may seem large but for the 5-Grams the 
estimated size is just 51 MB. Compared to the worst 
case of Hash Lists (1110 MB) or even the average 
case (682 MB) it seems like a huge improvement. 
This is caused due to the fact that the 
multidimensional array stores primitive values and 
not objects, which reduces the overhead greatly. 
Moreover, we can now say that accessing and 
updating a certain data piece can be done in O(1) 
time with absolute certainty, with no dependency on 
the data itself or a hash function. This had 
significant results in speeding up the execution times 
of the analysis, enabling us to look into streaming 
data and semi-supervised machine learning 
algorithms. 

4.4 Results 

We measured three main KPIs for the result 
comparison. Two of them (success ratio, kappa 
variable) were measuring the success ratio of 
classification and one (execution time) the 
algorithmic improvement. We present them below. 

We run experiments on 5-Grams stored in classic 
ArrayList format, in Hash Lists and in Dimensional 
Mapping. After storing the N-Grams in these 
formats we applied a 10-fold cross validation on 
each one of the seven machine learning algorithms 
we chose: Naïve Bayesian Networks, C4.5, Support 
Vector Machines, Logistic Regression, Multilayer 
Perceptrons, Best-First Trees and Functional Trees. 
Then we recorded the three KPIs for each one of 
these 21 experiments. The results for the first two 
KPIs are shown in Figure 3. In the same chart we 
have included the KPIs for a threshold based 
classification, using an arbitrarily set threshold. 

In Figure 3 we can see five sets of columns 
forming. The  first  one, titled Kappa,  shows  us  the 
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Figure 3: A comparison of the three KPIs as shown in the sentiment analysis experiments. 

kappa variable for each algorithm tested. The 
second, third and fourth show us the success rates in 
positive, neutral and negative tweets respectively for 
each algorithm tested. The final set shows us the 
overall success rate achieved by each algorithm. As 
of the execution times the following table (Table 1) 
contains a summary of the results. We can see the 
execution times in seconds of each algorithm tested 
using the same machine and dataset with the only 
difference being the method of storing the N-grams 
to memory. The first column shows us the results of 
the traditional ArrayList storing, the second column 
shows us the more advanced Hash Lists and the third 
one shows us the results of Dimensional Mapping. 

Table 1: Execution time in seconds summary - comparing 
for the various algorithms and techniques. 

 ArrayLists Hash 
List 

Dimensional 
Mapping 

Thresholds 1691 5 4 

Naïve Bayes 12302 7 7 

C4.5 21535 9 8 

SVM 20662 147 177 

Logistic 
Regression 

22251 9 11 

MLP 21224 41 48 

BFTree 23319 25 19 

FTree 22539 16 16 
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5 CONCLUSIONS 

RADICAL platform, as presented in the current 
work, successfully combines citizens' posts retrieved 
through smartphone applications and Social 
Networks in the context of smart city applications, to 
produce a testbed for applying multiple analysis 
functionalities and techniques. The exploitation of 
resulting big aggregated datasets pose multiple 
challenges, with timely-efficient analysis being the 
most important. Focusing on data storage and 
representation, multiple techniques were examined 
in the experiments performed, in order to come up 
with the optimal algorithmic approach of 
Dimensional Mapping. In the future the authors plan 
to use even larger and more complex datasets, 
further leveraging on the effectiveness of these 
social networking services. 
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Abstract: Nowadays many applications must process events at a very high rate. These events are processed on the fly, 
without being stored. Complex Event Processing technology (CEP) is used to implement such applications. 
Some of the CEP systems, like Apache Storm the most popular CEPs, lack a query language and operators 
to program queries as done in traditional relational databases. This paper presents PaaS-CEP, a CEP 
language that provides a SQL-like language to program queries for CEP and its integration with data stores 
(database or key-value store). Our current implementation is done on top of Apache Storm however, the 
CEP language can be used with any CEP. The paper describes the architecture of the PaaS-CEP, its query 
language and the algebraic operators. The paper also details the integration of the CEP with traditional data 
stores that allows the correlation of live streaming data with the stored data. 

1 INTRODUCTION 

Nowadays, enterprises face the problem of 
processing large amount of unstructured data almost 
in real time. Complex event processing is an 
emerging technology that has the potential to 
process huge amounts of data in real time. In the last 
decade several implementations of CEP came out on 
the market from both academia and industry 
(Borealis, 2007), (Flink, 2015), (Spark, 2016). 
Among those, Apache Storm (Storm, 2015) is 
considered state of the art in distributed complex 
event processing. Storm is a distributed, reliable and 
fault-tolerant computation system currently released 
as an open source project by the Apache foundation. 
Storm is a distributed stream processing engine that 
can process on-the-fly data coming from different 
data sources to produce new streams of data as 
output. However, Storm does not provide a language 
for describing queries and operators on the streams. 
Everything is done programmatically. This approach 
although flexible, it is error prone and time 
consuming. More over, the integration of the CEP 
with data stores (relational databases or key-value 
data stores) is not fully addressed by CEP systems. 
This paper presents the complex event processing 
language available in the CoherentPaaS suite 
(CoherentPaaS, 2013) used in other settings like the 
LeanBigData project (LeanBigData, 2014). Paas-

CEP language provides: 
• A query language for the creation of CEP 

queries.  
• A set of algebraic operators. 
• Integration with external data stores. 
• Pluggable CEP language for any CEP. 
The current implementation of PaaS-CEP is 

based on Storm although, other CEPs can be 
plugged-in PaaS-CEP. 

The rest of the paper presents the architecture of 
PaaS-CEP (Section 2), then the algebraic operators 
are presented in Section 3. Section 4 is devoted to 
the interaction with data stores. Section 5 presents 
the query language and query compiler. Section 6 
concludes the paper. 

2 ARCHITECTURE 

PaaS-CEP is a parallel-distributed engine able to read 
and write raw data from/to external data stores and to 
materialize the results of continuous queries in such 
data stores. One of the main issues in the integration 
of the CEP with external data stores is the impedance 
mismatch between CEP queries that are continuous 
and SQL queries that are point-in-time. A CEP query 
is deployed and then, it is delivering results 
continuously till it is decommissioned. However, a 
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SQL query is a point-in-time query that processes 
existing data and delivers the result.  

In order to solve this impedance mismatch 
PaaS-CEP integrates two new mechanisms. The first 
one enables CEP queries to correlate events in real-
time with data stored in external data stores, for 
example to enrich the event with stored information, 
or to check whether there is related information in a 
data store or for storing some events. That is, the 
output of a CEP query can be used by the data stores 
queries. For this to happen, it materialization 
operators are needed. These operators can store the 
output of a CEP query in external data store. 
Furthermore, in order to ease the use of the CEP, 
PaaS-CEP also offers a SQL-like language to 
formulate CEP query. Figure 1 shows the main 
components of PaaS-CEP using a block diagram. 

 
Figure 1: PaaS-CEP components. 

The query language, together with the query 
compiler and deployer, allows programmers to 
define a query in a SQL-like language, translate it 
into the corresponding CEP query and deploy the 
resulting query in the container. The container can 
be any CEP, in this case we are using Storm 
although other CEPs can be used. Operators are the 
building blocks of the CEP continuous queries and 
they are classified in three main categories: 

• CEP algebraic operators. They provide the 
basis for supporting CEP queries. 

• CEP database operators. They enable to 
correlate events with information stored in 
external data stores. 

• CEP materialization operators. They allow 
storing the output of CEP queries in external 
data stores. 

3 ALGEBRAIC OPERATORS 

CEP continuous queries are modelled as an acyclic 
graph where the nodes are streaming operators and 

arrows are streams of events. Streaming operators 
are computational boxes that process events received 
over the incoming stream and produce output events 
on the outgoing streams. Algebraic operators can be 
either stateless or stateful, depending on whether 
they operate on the current event (tuple) or on a set 
of events (window).  

Stateless operators process incoming events one 
by one. The output of these operators, if any, only 
depends on the last received event. Stateless operators 
provide basic processing functionalities such as 
filtering and projection transformations. The stateless 
operators in PaaS-CEP are: map, filter, multi-filter 
and union. Their definition is presented in Table 1. 

Table 1: Stateless operators. 

Map 
it is a generalized projection operator 
defined as: 

 

Map(S) = { A’1 = f1 (t), A’2 = f2 (t), . . . , A’n 
= fn (t) , O} 

 

It requires one input stream and one output 
stream. The schema of these two streams 
may be different. The map operator 
transforms each tuple t on the input stream 
S by applying a boolean and/or arithmetic 
expression (fi). The resulting tuple has  
attributes A’1, . . . , A’n where, A’i = fi (t),  
and is sent through the output stream O. 

Filter 
it is a selection operator defined as:  

 

Filter(S) = {(P(t) , O  )} 
 
The filter operator requires one input stream 
and one output stream with the same 
schema. It verifies the match of tuples t on 
the input stream S with the user defined 
predicate P. When P(t) is satisfied the tuple 
t  is emitted on the output stream O. 

MultiFilter 
it is a selection and semantic routing 
operator defined as: 

 

MultiFilter(S) = {( P1(t) , O1  ), ( P2(t) , O2  ),  
. . . ,  ( Pn(t) , On  )} 
 
The multiFilter operator requires one input 
stream and at least one output stream, all 
with the same schema. The multiFilter 
emits a tuple t on all the output streams Oi 

for which the user defined predicate, Pi(t) is 
satisfied. 

Union it is a merger operator defined as:  
Union(S1, S2, . . ., Sn){O} 
 
The union operator requires at least one 
input stream and only one output stream, all 
with the same schema. It is used to merge 
different input streams Si with the same 
schema into one output stream O. 
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Stateful operators perform operations over a set 
of incoming events called sliding window.  A sliding 
window is a volatile memory data structure. PaaS-
CEP defines three types of sliding windows: 

• Tuple-based window: it stores up to n tuples. 
• Time-based window: it stores the tuples 

received in the last t seconds. 
• Batch-based window: it stores all the tuples 

received between a start and stop conditions. 
Tuple and time based windows must be 

configured with the size and advance parameters. 
The size parameter defines the capacity of the 
window (number of events/time in seconds) and the 
advance parameter defines which events must be 
removed from the window when the window is full.  
Two statefull operators are defined in PaaS-CEP : 
aggregate and join. Table 2 presents the definition 
of these operators. 

Table 2: Stateful operators. 

Aggregate It computes aggregate functions (e.g., 
sum, average, min, count, ...) on a 
window of events. It is defined as: 
 

Aggregate(S) = { A’1 = f1(t ,W), . . . , A’n = 
fn(t ,W) , s, adv, t, Group-by(A1, . . . , Am), 
O} 
 
The aggregate operator accepts only one 
input stream and defines one output 
stream. It supports both time based sliding 
windows and tuple based sliding 
windows. Parameters s, adv and t define 
the size, the advance and the type of the 
sliding window.  The Group-by parameter 
indicates how to cluster the input events; 
that is, the operator keeps a separate 
window for each of cluster defined by the 
attributes (A1, . . . , Am). Any time a new 
event t arrives on the input stream and the 
sliding window of the corresponding 
cluster is full, the set of aggregate 
functions {fi}i1≤i≤n are computed over the 
events in that sliding window W. The 
resulting tuple with attributes A’1, . . . , 
A’n where, A’i = fi(t ,W), is inserted in the 
output stream O. Finally, after producing 
the output tuple, all the windows are slid 
according with the advance adv 
parameter. 

Join It joins events coming from two input 
streams. It is defined as:
 

Join(Sl,Sr) = {A’1 = f1(t ,Wl,Wr),.. , A’n = 
fn(t , Wl,Wr) , P, wl, wr, Group-by(A1, .., 
Am), O}
 
The join operator accepts two input 

streams and define one output stream. Sl 
identifies the left input stream and Sr 

identifies the right input stream. P is a 
user defined predicate over pairs of events 
tl and tr belonging to input streams Sl and 
Sr, respectively; wl and wr define the size 
and the advance of the left and right 
sliding windows while de group-by 
defines the clustering as in the aggregate 
operator. In order to be deterministic the 
join operator only supports time based 
sliding windows. In the following we 
consider the simplified situation where the 
group-by parameter is empty and there is 
only one sliding window per stream. For 
each event tl received on the input stream 
Sl (respectively tr from stream Sr) the 
concatenation of events tl | ti is emitted on 
the output stream O, if these conditions 
are satisfied:  
(1) ti is a tuple currently stored in Wr 

(respectively in Wl ) 
(2) P is satisfied for the pair tl and ti  

(respectively tr and ti ) 
The attributes A’1, . . . , A’n of tuples that 
are indeed inserted in the output stream O 
are a subset of the concatenation of events 
tl | ti where,  A’i = fi(t ,Wl,Wr). After that all 
the output tuples triggered by the tuple tl 
(respectively tr) received on the input are 
produced, the sliding window Wr 

(respectively in Wl ) is slid according with 
the advance parameter. 

Figure 2 shows an example of the Map operator. 
In the example the Map is used to transform the input 
tuples, with the schema [idcaller, idreceiver, duration, 
timestamp] representing a simplified Call Description 
Record (CDR) by adding a new field  cost evaluated 
with the expression cost=duration*10 + 10 

 
Figure 2: Example of Map operator. 

4 CEP INTEGRATION WITH 
DATA STORES 

CEP systems, since are in-memory processing 
systems, do not have the notion of transactions. 
Additionally, tuples are handled fully independently 
which makes difficult to define the notion of a 
transaction. However, CEP queries need many times 
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to access transactional data stores for correlating the 
incoming data with the stored data. Relational 
databases provide to ways to interact with them: the 
so called auto-commit mode, where each SAL 
sentence executed on the database is a transaction, or 
bracketing mode, where a set of sentences is 
executed as a transaction. In this paper we only 
address the auto-commit mode and define operators 
for accessing a data store in that mode. 

4.1 Database Operators 

Data store operators provide the CEP with the 
capability of reading and writing tuples from/to an 
external data store. PaaS-CEP accesses the data 
stores using operators that issue queries written in 
SQL. Operators that access the data stores must be 
able to retrieve data at high rates in order to correlate 
stored data with the large amount of events produced 
by the CEP. At the same time the data stores must be 
able to store the results produced by the CEP at very 
high rates. The available data store operators are 
described in Table 3. 

Table 3: Data store operators. 

ReadSQL The ReadSQL operator requires one 
input stream, S, and one output stream. 
The schema of these two streams may 
be different. The operator is 
configured with a parameterized query 
to be run against a data store. The 
parameterized query must be a 
SELECT statement. For each tuple, t, 
received on the input stream, S, the 
operator replaces the parameters in the 
query with the values read from the 
corresponding fields in the input tuple 
t and then, it executes the query. The 
operator produces as many tuples on 
the output stream as tuples has the 
result set of the query executed on the 
data store. Each output tuple is created 
either using fields of the incoming 
tuple, t, or fields of the result set row 
or a combination of them. 

UpdateSQL The UpdateSQL operator is in charge 
of storing results of the CEP query in a 
data store. It requires one input and 
one output stream. The schema of 
these two streams may be different. 
This operator is also configured with a 
parameterized query that must be an 
update statement, that is, it modifies, 
inserts or deletes data in the data store. 
For each tuple, t, received on the input 
stream S, the UpdateSQL operator 
replaces the parameters in the query 

with the values from the corresponding 
fields in the input tuple and then, it 
executes the query updating the data 
store. The UpdateSQL operator creates 
one output tuple for each input tuple. 
The output tuple can be either a copy 
of the input tuple or the number of 
modified rows in the data store or a 
concatenation of the two. 

Figure 3 shows an example of the ReadSQL 
operator. The operator receives CDRs and fetches 
from an external data store the monthly plan (idplan) 
of the user making the phone call. The output tuple 
is composed by the fields idcaller, duration and 
timestamp of the input tuple plus the idplan field 
read from the data store. 

 
Figure 3: Example of ReadSQL operator. 

5 QUERY LANGUAGE 

Programmers can use the operators to generate 
continuous queries however, most programmers are 
familiar with SQL language. Our proposal is to 
provide CEPs with a SQL-like language to ease the 
programmer task. PaaS-CEP Query Language (CPL) 
is defined as a subset of the traditional SQL 
language where tables are replaced by continuous 
streams.   

It allows to feed and filter events from one 
stream to another one, to aggregate information of a 
stream, to join or merge events from different 
streams. The query language is similar to the one of 
Esper (Esper, 2006) however, Esper is a centralized 
CEP while our approach is generic and can be 
plugged into any available CEP, and targets 
distributed CEP.  

CPL queries always start with the declaration of 
streams and windows structures followed by the 
definition of one or more statements over these 
streams and windows. Each statement requires at 
least one input and one output stream. Input streams 
must be defined either before any statements or as 
output stream of previous statements. Streams can 
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be defined at the beginning of a CPL query using the 
CREATE STREAMSCHEMA clause and they can 
have an arbitrary number of fields: 

CREATE STREAMSCHEMA s1 WITH fieldname 
fieldType [, fieldname fieldType] [, …. ] 

FieldTypes can be chosen among several 
common types such as boolean, integer, double, 
char, varchar, etc. Each statement must include the 
three mandatory clauses INSERT INTO, SELECT 
and FROM. INSERT INTO is used to name the 
output stream of a statement: 

INSERT INTO streamName 
streamName is the name to give to the output 

stream and it can be any literal string. The FROM 
clause specifies the source streams for a statement 
and its syntax is: 

FROM streamName [, streamName] [, …] 
streamName is the name of the input stream of 

the statement. The number of parameters in a FROM 
clause depends on the number of input streams of 
the statement. If the statement is doing a projection, 
transformation or aggregation then, there is only one 
parameter. The SELECT clause is used to picking 
data from streams. Depending on the number of 
source streams defined in the statement, the SELECT 
clause is used to (i) select or (ii) rename fields, (iii) 
evaluate expressions over multiple fields and (iv) 
compute aggregation functions over single fields. As 
an example, the syntax to evaluate aggregation 
function over an input stream is: 

SELECT aggFunc(fieldname) AS newFieldname 
[, aggFunc(fieldname) AS newFieldname] [, … ] 

where aggFunc is an aggregation function 
(maximum, minimum, sum, average, etc) and AS is 
the clause used to name the result of the function in 
the output stream. Some other clauses available in 
CPL language are: WHERE, HAVING, GROUP-BY 
and ON SQL. In particular, the ON SQL clause is 
used to execute a classical SQL query against an 
external data store. The syntax for ON SQL clause  
is: 

ON SQL queryName, tableName, fieldname1 
[,fieldname2][,..],outfieldname1[, 
outfieldname2][,..] 

queryName is a variable with the SQL statement 
to be executed. tableName is the name to give to the 
result set of the SQL query. fieldnames are fields 
belonging to the input stream used as parameter for 
the SQL statement.outfieldname is used to identify 
the fields of the result set in order to be used in other 
clauses such as SELECT or WHERE. 

As an example of a whole CQL query let us 
consider a simple scenario where there are two 
streams with Call Description Records (CDR) events 
into the CEP and we want to calculate the daily bill 
of each phone number. We assume that: 

• A CDR event has the following fields: 
idcaller (id of the caller), idreceiver (id of the 
receiver), duration (duration of the phone call 
in seconds), timestamp (timestamp of the 
phone call). 

• Calls with a duration less than 10 seconds are 
free. 

• The cost of the call is calculated with the 
formula: cost=duration*10 +10  

 
Figure 4: Query written using the CEP query language. 

The query for billing clients is shown in Figure 
4. First, the schema of the two input streams is 
declared. Then a first statement (INSERT) is used to 
merge the two streams into one output stream named 
unionout. A SELECT statement is used to calculate 
the cost of each phone call and to filter out all these 
calls whose duration in shorter than 10 seconds. 
Finally, the last SELECT statement calculates the 
daily bill for each user. 

5.1 Compiler 

The query compiler is the component in charge of 
translating queries written using the declarative 
language (SLQ like) into continuous queries made 
by algebraic operators. As an example the query 
compiler can transform the CQL query from Figure 
4 into the graph of algebraic operator depicted in 
Figure 5 

 
Figure 5: Query translated into graph of algebraic 
operators. 
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6 CONCLUSIONS 

This paper presented PaaS-CEP, a complex event-
processing engine that provides a SQL-like language 
for programming queries over streaming data. The 
main features PaaS-CEP provides are: 

1. Algebraic operators. 
2. Integration the CEP with external data 

stores allowing the correlation of streaming 
data with historical data in an ACID way. 

3. Definition of a query language to ease the 
definition of continuous CEP query. 
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